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1 Introduction

Video conferencing, tele-presence, and tele-teaching are video coding applications that
have attracted considerable interest in recent years. Especially the boom of the Internet
has increased the need for transmitting image sequences over a wide variety of different
channels. Prestored movies or animations can be downloaded, but interactive applications
are also available, such as virtual agents or video communication via web-cams.
The transmission of image sequences, however, imposes high demands on storage capacities and data rates of networks. For the uncompressed transmission of video in TV
quality, e.g., bit-rates of more than 100 Mbps are necessary. Even when reducing the spatial and temporal resolution of the sequence significantly (e.g. QCIF, 10 Hz), the resulting bit-rates are still too large for transmission over today’s low-cost channels. Common
networks like the Public Switched Telephone Network (PSTN), the Integrated Services
Digital Network (ISDN) and many computer networks provide only low bit-rates and
cannot handle the amount of data arising when transmitting video uncompressed. Even
more critical is the situation for wireless transmission systems as used for cellular phones
or personal digital assistants (PDAs). Such networks typically provide only bit-rates of
several kbps. Therefore, an efficient encoding of the image sequences is essential to enable
the transmission of motion video.
In recent years, several video coding standards, such as H.261, MPEG-1, MPEG-2,
and H.263, have been introduced to address the compression of digital video for storage
and communication services. H.263 [ITU98a] as well as the other standards describe a
hybrid video coding scheme, which consists of block-based motion-compensated prediction (MCP) and DCT-based quantization of the prediction error. The recently determined MPEG-4 standard [MPG99] also follows the same video coding approach. These
waveform-based schemes utilize the statistics of the video signal without knowledge of
the semantic content of the frames and achieve compression ratios of about 100:1 at a
reasonable quality.
If semantic information about a scene is suitably incorporated, higher coding efficiency
can be achieved by employing more sophisticated source models. Model-based video
codecs [WSW90, Pea95], for example, use 3-D models that describe the shape and texture
of the objects in the scene. The 3-D object descriptions are typically encoded only once.
During encoding of a video sequence, individual frames are characterized by a set of
parameters describing 3-D motion and deformation of these objects. Since only a small
number of parameters are transmitted, extremely low bit-rates are achievable. At the
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decoder, the video sequence is reconstructed by moving and deforming the 3-D models
and rendering the 3-D scene using techniques known from computer graphics.
In this thesis, the analysis of image sequences is addressed by means of head-andshoulder scenes frequently encountered in applications such as video-telephony or videoconferencing. Such sequences typically consist of a person moving in front of a static background and can therefore be described by a single 3-D head model that is animated to show
facial expressions. A novel framework for model-based estimation of three-dimensional
object motion and deformation from two-dimensional images is presented. Parameters
describing facial expressions and head motion are estimated using optical flow information together with explicit motion constraints from the object model. The incorporation
of photometric properties from the scene into the estimation framework leads to robust
algorithms even under varying illumination. Experiments show that bit-rates of less than
1 kbps can be achieved when encoding head-and-shoulder scenes with the proposed algorithms. This enables the transmission of such video sequences over arbitrary networks
and offers new opportunities for a wide variety of applications.

1.1

Main Contributions

In this thesis, several contributions are made to the field of model-based analysis and
synthesis of head-and-shoulder video sequences. The major contributions of this thesis
can be summarized as follows:
• It is shown that the use of 3-D models of objects in a scene can significantly improve
the coding efficiency for particular video sequences. The combination of a-priori
knowledge given by object shape and color with sophisticated motion models allows
a compact representation of scene changes and leads to low bit-rates for the encoding
of image sequences. This is investigated for head-and-shoulder sequences using
two different coding approaches which make explicit use of 3-D model information:
the model-based coder that is designed for extremely low bit-rates and the modelaided coder that combines the coding efficiency of the model-based codec with the
generality of waveform coding.
• A novel algorithm for facial animation parameter (FAP) estimation from 2-D images
is presented. Both global head motion and local deformations caused by facial expressions are simultaneously determined using optical flow information in combination with knowledge from 3-D models. In order to obtain a robust estimator,
explicit motion constraints are derived that restrict possible solutions. This novel
motion description allows a uniform consideration of both global and local as well
as translational and rotational motion. The algorithm is embedded in a hierarchi-

1.2. Structure of the Thesis

3

cal linear framework that determines motion and deformation parameters with low
computational complexity.
• The estimation algorithm is extended to deal with uncalibrated images as well. Focal
length, image geometry, and lens distortion are jointly estimated with the object
motion parameters. The approach can be used for model-based camera calibration
to determine internal and external camera parameters from one or multiple images
of a test object. In contrast to feature-based methods, the proposed algorithm
exploits the entire image and can be used with more sophisticated test objects.
• It is shown that the incorporation of photometric effects from the scene can significantly improve the robustness and accuracy of model-based 3-D motion estimation.
A new scheme is proposed that estimates the lighting situation in the scene with a
linear, low complexity framework. 3-D model information is exploited to determine
parameters describing the illuminant direction and intensity of light sources.
• A complete model-based codec is presented for the efficient encoding of head-andshoulder video sequences. Motion, deformation, and illumination parameters are
estimated and transmitted to reconstruct the sequence accurately at the decoder
with a high visual quality. It is shown that for typical head-and-shoulder sequences
encoded at 25 fps, bit-rates of about 1 kbps can be achieved at 34 dB PSNR measured in the non-background area.
• A novel coding scheme called model-aided coding (MAC) is proposed that combines
the efficiency of model-based coding with the generality of waveform coders which
are able to encode arbitrary video sequences. An H.263 video codec is extended
to incorporate information from a model-based coder in a new way. Instead of
exclusively predicting the current frame of the video sequence from the previous
decoded frame, motion-compensated prediction (MCP) using the synthesized output
frame of the model-based coder is considered as well. Due to the rate-constrained
mode decision, the model-aided codec never degrades below H.263 in cases where
the model-based coder cannot describe the current scene. However, if the objects
in the scene correspond to the 3-D models in the codec, significant improvements
in coding efficiency are achieved. In experiments, bit-rate reductions of about 35 %
compared to TMN-10, the test model of H.263, are reported.

1.2

Structure of the Thesis

This thesis is organized as follows. In Chapter 2, “Background and Related Work”,
the state-of-the-art in model-based video coding and facial expression analysis is briefly
reviewed. Moreover, related work on the estimation of photometric properties of the scene
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and the encoding of head-and-shoulder sequences with explicit use of 3-D models are also
addressed.
Chapter 3, “Model-Based Estimation of 3-D Motion and Deformation”, is the central
chapter of this thesis. Here, the developed algorithms for the model-based estimation
of motion, deformation, illumination, and camera parameters from image sequences are
described in detail. The chapter starts with the simple case of rigid body motion estimation where the underlying concept, i.e., the combination of 3-D model and 2-D image
information, the analysis-synthesis loop, and the hierarchical estimation framework are
explained. In the following sections, the concept of the estimator is retained while the
source models are exchanged to determine different sets of parameters. In Section 3.2,
internal camera parameters are estimated in addition to 3-D motion. This allows the use
of uncalibrated image sequences or dealing with zoom lenses. Then, in Section 3.3, the
framework is extended to determine additional parameters describing the lighting in the
scene. It is shown that the consideration of photometric effects improves both the accuracy of the 3-D motion estimates and the reconstruction quality at the decoder. Since
the rigid body assumption can only be applied to a restricted class of real world objects,
additional deformation parameters are estimated in Section 3.4. This is exemplarily investigated for the analysis of surface deformations due to facial expressions leading to a
robust framework for the combined estimation of both global and local facial motion.
In Chapter 4, “Model-Based Coding of Head-and-Shoulder Sequences”, the estimation
algorithms of the previous chapter are employed for the application of model-based video
coding. Coding results for several head-and-shoulder sequences are presented. In addition,
the influence of other objects and varying illumination on the reconstruction quality is
investigated.
In Chapter 5, “Model-Aided Coding”, the concept of model-aided coding is presented.
The incorporation of model information into a multiframe hybrid video codec and the
necessary changes to this codec are described. Experiments are shown that illustrate the
improved coding efficiency in comparison to that of a state-of-the-art H.263 video codec.

5

2 Background and Related Work

This chapter reviews the state-of-the-art in model-based coding of head-and-shoulder
video sequences. First in Section 2.1, the concept of model-based coding is introduced
that can be characterized by facial expression analysis, encoding of facial animation parameters, and reconstruction of synthetic image sequences. For all three components,
methods and algorithms previously proposed are briefly described. In Section 2.2, various
head models proposed in the literature are discussed together with methods for representing facial expressions. The analysis of facial expressions and the estimation of 3-D motion
and deformation are the subjects of Section 2.3. Since the algorithms proposed in this
thesis explicitly consider photometric variations in the scene, Section 2.4 reviews methods for the estimation of illumination properties that are not directly related to the area
of 3-D motion estimation. Finally in Section 2.5, existing systems for the encoding of
head-and-shoulder sequences are discussed.

2.1

Model-Based Coding

In model-based coding [HAS89, WSW90, LLF94, Gir94a, AH95, Pea95], semantic knowledge of the scene is exploited to obtain high efficiency when encoding video sequences
for certain scenarios. 3-D models are used to describe shape and color of all objects in
the scene. These models have to be encoded and transmitted only once at the beginning of the sequence. Once the models are available at the decoder, the frames of the
video sequence are described by specifying 3-D motion and deformation of the objects in
the scene. Since only a few parameters are necessary to quantify the temporal changes,
extremely low bit-rates can be achieved.
The price for the high coding efficiency of model-based coding is, however, a reduced
generality. The applicability is restricted to scenes which can be composed of objects that
are known by the decoder. Many researchers have therefore focused their work on the
scenario of head-and-shoulder sequences, where the scene typically consists of a person
speaking and moving in front of a mainly static background. Such sequences are frequently
encountered in applications such as video-telephony or video-conferencing.
In 1983, Forchheimer et al. [FFK83, FFK84] proposed a model-based video-phone system that uses a computer-animated head model for the transmission of head-and-shoulder
scenes. Since then, many researchers [AHS89, Li93, CAHT94, EP94, Ost94, DM96] have
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worked on this concept, but the ill-posed problem of estimating 3-D information from
2-D images has still not been satisfactorily solved. The structure of a model-based videophone system as depicted in Fig. 2.1 is basically common to all these approaches. A video
Channel

Coder

Decoder

about 1 kbit/s
Video

Analysis
Estimation
of FAPs

Synthesis

Parameter
entropy
coding

Parameter
decoding

Animation and
rendering of
the head model

Video

Head Model
Shape
Texture
Dynamics

Figure 2.1: Structure of a model-based codec.

camera captures images of the head-and-shoulder part of a person. The encoder analyzes
the frames and estimates 3-D motion and facial expressions of the person using a 3-D head
model. A set of facial animation parameters (FAPs) is obtained that describes – together
with the 3-D model – the current appearance of the person. Only a few parameters have
to be encoded and transmitted, resulting in very low bit-rates, typically less than 1 kbps.
The head model has to be transmitted only once if it has not already been stored at the
decoder in a previous session [Gir94a]. At the decoder, the parameters are used to deform
the head model according to the person’s facial expressions. The original video frame is
finally approximated by rendering the 3-D model at the new position.
Despite the low bit-rate, the object-based representation allows easy enhancement
and alteration of the original image sequence. The models at encoder and decoder do not
necessarily have to be the same and thus disturbing objects can be removed [OSKH96]
or, e.g., scene illumination and the current appearance of the person can be improved. To
prevent a misuse of the additional features, watermarking techniques have been applied
that allow tracing back and identifying illegal copies of the different data sets occurring
in model-based coding. For example, watermarks have been embedded into polygonal
models [OMA98, PHF99, Ben99] or into the texture map [PCN+ 99] of 3-D head models.
In [HEG98], a method is proposed to add invisible information to the stream of facial
animation parameters that is continuously transmitted. Hence, also motion and facial
expressions can be individually identified.
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In the following sections, known approaches for the analysis and synthesis of facial
expressions are briefly reviewed. Since the ideas of this thesis are presented in the context
of image sequence coding, work related to the encoding of head-and-shoulder sequences
is shown in Section 2.5.

2.2

Facial Synthesis

Modeling the human face is a challenging task because of its familiarity. Already early in
life, we are confronted with faces and learn how to interpret them. We are able to recognize
individuals from a large number of similar faces and to detect very subtle changes in facial
expressions. Therefore, the general acceptability of synthetic face images strongly depends
on the 3-D head model used for rendering. As a result, significant effort has been spent
on the accurate modeling of a person’s appearance and his/her facial expressions [PW96].
Both problems are addressed in the following two sections.

2.2.1

3-D Head Models

In principle, most head models used for animation are based on triangle meshes
[Ryd78, Par82]. Texture mapping is applied to obtain a photorealistic appearance of
the person [Wat87, TW93, CAHT94, AH95, LTW95]. With extensive use of today’s
computer graphics techniques highly realistic head models can be realized [PHL+ 98].
Modeling the shape of a human head with polygonal meshes results in a representation
consisting of a large number of triangles and vertices which have to be moved and deformed
to show facial expressions. The face of a person, however, has a smooth surface and facial
expressions result in smooth movements of surface points due to the anatomical properties
of tissue and muscles. These restrictions on curvature and motion can be exploited by
splines [Uns99, FvDFH90] which satisfy certain continuity constraints. As a result, the
surface can be represented by a set of spline control points that is much smaller than
the original set of vertices in a triangle mesh. This has been exploited by Hoch et al. in
[HFG94] where B-splines with about 200 control points are used to model the shape of
human heads. In [IC96], non-uniform rational B-splines (NURBS) [FvDFH90] represent
the facial surfaces. Both types of splines are defined on a rectangular topology and
therefore do not allow a local patch refinement in areas that are highly curved. To
overcome this restriction, hierarchical splines have been proposed for the head modeling
[FB88] to allow a recursive subdivision of the rectangular patches in more complex areas.
Face, eyes, teeth and the interior of the mouth can be modeled similarly with textured
polygonal meshes, but a realistic representation of hair is still not available. A lot of work
has been done in this field to model the fuzzy shape and reflection properties of the hair.
For example, single hair strands have been modeled with polygonal meshes [WS92] and
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the hair dynamics have been incorporated to model moving hair [AUK92]. However, these
algorithms are computationally expensive and are not feasible for real-time applications
in the near future. Image-based rendering techniques [GGSC96, LH96] might provide new
opportunities for solving this problem.

2.2.2

Facial Expression Modeling

Once a 3-D head model is available, new views can be generated by rotating and translating the 3-D object. However, for the synthesis of facial expressions, the model can no
longer be static. In general, two different classes of facial expression modeling can be distinguished in model-based coding applications: the clip-and-paste method and algorithms
based on the deformation of the 3-D surface.
For the clip-and-paste method [AHS89, WSW90, CR94], templates of facial features like
eyes and the mouth are extracted from previous frames and mapped onto the 3-D shape
model. The model is not deformed according to the facial expression but remains rigid
and is used only to compensate for the global motion given by head rotation and translation. All local variations in the face must therefore be described by changing the texture
of the model. During encoding of a video sequence, a codebook containing templates for
different facial expressions is built. A new expression can then be synthesized by combining several feature templates that are specified by their position on the model and
their template index from the codebook. As a result, a discrete set of facial expressions
can be synthesized. However, the transmission of the template codebook to the decoder
consumes a large number of bits which makes the scheme unsuitable for coding purposes
[WSW90]. Beyond that, the localization of the facial features in the frames is a difficult problem. Pasting of templates extracted at slightly inaccurate positions leads to an
unpleasant jitter in the resulting synthetic sequence.
The deformation method avoids these problems by using the same 3-D model for all
facial expressions. The texture remains basically constant and facial expressions are
generated by deforming the 3-D surface. In order to avoid the transmission of all vertex
positions in the triangle mesh, the facial expressions are compactly represented using
high-level expression parameters. Deformation rules associated with the 3-D head model
describe how certain areas in the face are deformed if a parameter value changes. The
superposition of many of these local deformations is then expected to lead to the desired
facial expression. Due to the advantages of the deformation method over the clip-andpaste method [WSW90], it is used in most current approaches for representing facial
expressions. The algorithms proposed in this thesis are also based on this technique and
therefore the following review of related work focuses on the deformation method for facial
expression modeling.
One of the first systems of facial expression parameterization was proposed in 1970

2.3. Facial Analysis

9

by Hjortsjö [Hjo70] and later extended by the psychologists Ekman and Friesen [EF78].
Their facial action coding system (FACS) is widely used today for the description of
facial expressions in combination with 3-D head models [AHS89, Li93, CAHT94, HFG94].
According to that scheme, any facial expression results from the combined action of the
268 muscles in the face. Ekman and Friesen discovered that the human face performs only
46 possible basic actions. Each of these basic actions is affected by a set of muscles that
cannot be controlled independently. To obtain the deformation of the facial skin that is
caused by a change of an action unit, the motion of the muscles and their influence on the
facial tissue can be simulated using soft tissue models [TW93, LTW95]. Due to the high
computational complexity of muscle-based tissue simulation, many applications model the
surface deformation directly [AHS89, CAHT94] using heuristic transforms between action
units and surface motion.
Very similar to the FACS is the parameterization in the recently determined synthetic
and natural hybrid coding (SNHC) part of the MPEG-4 video coding standard [MPG99].
Rather than specifying groups of muscles that can be controlled independently and that
sometimes lead to deformations in larger areas of the face, the single parameters in this
system directly correspond to locally limited deformations of the facial surface. There
are 66 different facial animation parameters (FAPs) that control both global and local
motion.
Instead of using facial expression descriptions that are designed with a relation to
particular muscles or facial areas, data-driven approaches are also used for the modeling.
By linearly interpolating 3-D models in a database of people showing different facial
expressions, new expressions can be created [VB98, BV99]. Ortho-normalizing this ‘facespace’ using a KLT leads to a compact description that allows the representation of facial
expressions with a small set of parameters [Höl99].

2.3

Facial Analysis

Synthesizing realistic head-and-shoulder sequences is only possible if the facial animation
parameters are appropriately controlled. An accurate estimation of these parameters is
therefore essential. In the following sections, different methods are reviewed for the estimation of 3-D motion and deformation from monoscopic image sequences. Two different
groups of algorithms are distinguished: feature-based approaches which track distinct
features in the images and optical flow based methods that exploit the entire image for
estimation.
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Feature-Based Estimation

One common way for determining the motion and deformation in the face between two
frames of a video sequence is the use of feature points [KKH91, TW93, GC94, HN94, LH95,
PKS98]. Highly discriminant areas with large spatial variations such as areas containing
the eyes, nostrils, or mouth corners are identified and tracked from frame to frame. If
corresponding features are found in two frames, the change in position determines the
displacement.
How the features are searched depends on properties such as color, size, and shape.
For facial features, extensive research has been performed especially in the area of face
recognition [CWS95]. Templates [BP93], often used for finding facial features, are small
reference images of typical features. They are compared at all positions in the frame to
find a good match between the template and the current image content [TH87]. The
best match is said to be the corresponding feature in the second frame. Problems with
templates arise from the wide variability of captured images due to illumination changes
or different viewing positions. To compensate for these effects, eigen-features [MP97,
DBH+ 99] which span a space of possible feature variations or deformable templates [Yui91]
which reduce the features to parameterized contours can be utilized.
Instead of estimating single feature points, the whole contour of features can also be
tracked [HRA91, Pea95] using snakes. Snakes [KWT87] are parameterized active contour
models that are composed of internal and external energy terms. Internal energy terms
account for the shape of the feature and smoothness of the contour while the external
energy attracts the snake towards feature contours in the image.
All feature-based algorithms have in common that single features like the eyes can be
found quite robustly. Dependent on the image content, however, only a small number
of feature correspondences can typically be determined. As a result, the estimation of
3-D motion and deformation parameters from the displacements lacks the desired accuracy
if a feature is erroneously associated with a different feature in the second frame.

2.3.2

Optical Flow Based Estimation

Approaches based on optical flow information utilize the entire image information for the
parameter estimation, leading to a large number of point correspondences. The individual
correspondences are not as reliable as the ones obtained with feature-based methods, but
due to the large number of equations, some mismatches are not critical. In addition,
possible outliers [BA96] can generously be removed without obtaining an underdetermined
system of equations for the determination of 3-D motion.
One way of estimating 3-D motion is the explicit computation of an optical flow field
[HS81, BFB94, DM95] which is followed by the derivation of motion parameters from
the resulting dense displacement field [NS85, EP94, BVS+ 95]. Since the computation
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of the flow field from the optical flow constraint equation [HS81], which relates image
gradient information [Sim94] to 2-D image displacements, is an underdetermined problem, additional smoothness constraints have to be added [Hor86, BFB94]. A non-linear
cost function [BFB94] is obtained that is numerically minimized. The use of hierarchical
frameworks [Enk88, Sin90, SL93] can reduce the computational complexity of the optimization in this high dimensional parameter space. However, even if the global minimum
is found, the heuristical smoothness constraints may lead to deviations from the correct
flow field, especially at object boundaries and depth discontinuities.
In model-based motion estimation, the heuristical smoothness constraints are therefore
often replaced by explicit motion constraints derived from the 3-D object models. For
rigid body motion estimation [Kap88, Koc93], the 3-D motion model, specified by three
rotational and three translational degrees of freedom, restricts the possible flow fields in
the image plane. Under the assumption of perspective projection, known object shape,
and small motion between two successive video frames, an explicit displacement field can
be derived that is linear in the six unknown degrees of freedom [LH84, NS85, WKPS87].
This displacement field can easily be combined with the optical flow constraint to obtain
a robust estimator for the 6 motion parameters. Iterative estimation in an analysissynthesis framework [LRF93] removes remaining errors caused by the linearization of
image intensity and the motion model.
For facial expression analysis, the rigid body assumption can no longer be maintained.
Surface deformations due to facial expressions have to be considered additionally. Most
approaches found in the literature [Ost94, CAHT94, BY95, PKS98, LC98b] separate this
problem into two steps. First, global head motion is estimated under the assumption of
rigid body motion. Local motion caused by facial expressions is regarded as noise [LLF94]
and therefore the textured areas around the mouth and the eyes are often excluded from
the estimation [BY95, LLF94]. Given head position and orientation, the remaining residuals of the motion-compensated frame are used to estimate local deformations and facial
expressions. In [BY95, BYJ97], several 2-D motion models with 6 (affine) or 8 parameters
are used to model local facial deformations. By combining these models with the optical
flow constraint, the unknown parameters are estimated in a similar way as in the rigid
body case. High-level facial animation parameters can finally be derived from the estimated set of 2-D motion parameters. Even higher robustness can be expected by directly
estimating the facial animation parameters using more sophisticated motion models. In
[CAHT94], a system is described that utilizes an explicit 3-D head model. This head
model directly relates changes of facial animation parameters to surface deformations.
Orthographic projection of the motion constraints and combination with optical flow information result in a linear estimator for the unknown parameters. The accuracy problem
of separate global and local motion estimation is here relaxed by an iterative framework
that alternately estimates the parameters for global and local motion.
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The joint estimation of global head motion together with facial expressions is rarely
addressed in the literature. In [LRF93, LF94], a system for the combined estimation
of global and local motion is presented that stimulated the approaches presented in this
thesis. A 3-D head model based on the Candide [Ryd78] model is used for image synthesis
and provides explicit 3-D motion and deformation constraints. The affine motion model
describes the image displacements as a linear function of the 6 global motion parameters
and the facial action units from the FACS system which are simultaneously estimated in an
analysis-synthesis framework. In contrast to the work in this thesis, no image hierarchy is
employed, rotational local motion is not supported, and the 3-D motion and deformation
modeling differs. Another approach that allows a joint motion and deformation estimation
has been proposed by DeCarlo [DM96, DM98]. A deformable head model is employed
that consists of 10 separate face components that are connected by spring-like forces
incorporating anthropometric constraints [DMS98, Far95]. Thus, the head shape can be
adjusted similar to the estimation of local deformations. For the determination of motion
and deformation, again a 3-D motion model is combined with the optical flow constraint.
The 3-D model also includes a dynamic, Lagrangian description for the parameter changes
similar to the work in [EP94, EP97]. Since the head model lacks any color information, no
synthetic frames can be rendered which makes it impossible to use an analysis-synthesis
loop. Therefore, additional edge forces are added to avoid an error accumulation in the
estimation.

2.3.3

Estimation from Speech

The estimation of facial animation parameters corresponding to lip and mouth movements
can also be assisted or completely performed on audio data due to the high correlation
between the speech signal and lip motion. Obviously, no exact reconstruction of the individual mouth shape can be achieved but the principal lip motion can be derived. This
can be exploited to synchronize lip motion with recorded speech [Lew91, CGH+ 95], to
predict the mouth shape for model-based video coding [RC96], or to generate computer
animations from speech [Lip81, MAH89, ECG97, LLBC97, LC98a]. In these approaches,
LPC or cepstral coefficients [RS79] are computed from blocks of audio data to reduce the
amount of data and to remove the speaker’s individual pitch from the signal. Then, a mapping from the parameter vectors to facial animation parameters is performed using vector
quantizers [MAH89], Gaussian mixtures [RC96], or neural networks [ECG97, LLBC97].
The estimated parameters can finally be used to animate a 3-D head model synchronously
to the speech signal.

2.4. Illumination Analysis
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Illumination Analysis

In order to estimate the motion of objects between two images, most algorithms make use
of the brightness constancy assumption [Hor86]. This assumption, which is inherently part
of all optical flow based and many template-based methods, implies that corresponding
object points in two frames show the same brightness. However, if the lighting in the
scene changes, the brightness of corresponding points might differ significantly. But also
if the orientation of the object surface relative to a light source changes due to object
motion, brightness is in general not constant [VP89]. On the contrary, intensity changes
due to varying illumination conditions can dominate the effects caused by object motion
[Pen91, Hor86, Tar98]. For accurate and robust extraction of motion information, lighting
effects must be taken into account.
In spite of the relevance of illumination effects, they are rarely addressed in the area
of 3-D motion estimation. In order to allow the use of the optical flow constraint for
varying brightness, higher order differentials [TK94] or pre-filtering of the images [Mol91]
have been applied. Similarly, lightness algorithms [LM71, OMH93, Blo97] make use of
the different spectral distributions of texture and intensity changes due to shading, in
order to separate irradiance from reflectance. If the influence of illumination cannot be
suppressed sufficiently by filtering as, e.g., in image regions depicting highlights caused
by specular reflections, the corresponding parts are often detected [KSK90, Sta94, ST95]
and classified as outliers for the estimation.
Rather than removing the disturbing effects, explicit information about the illumination changes can be estimated. This not only improves the motion estimation but also
allows the manipulation and visual enhancement of the illumination situation in an image afterwards [Blo97]. Under controlled conditions with, e.g., known object shape, light
source position [SWI97, SI96, BRG92], and homogeneous non-colored surface properties
[IS91, TT00], parameters of sophisticated reflection models like the Torrance-Sparrow
model [TS67, NIK91, Sch94] which also includes specular reflection can be estimated
from camera views. Since the difficulty of parameter estimation increases significantly
with model complexity, the analysis of global illumination scenarios [Hec92] with, e.g.,
interreflections [FZ91] is only addressed for very restricted applications [WUM95].
In the context of motion estimation, where the exact position and shape of an object
are often not available, mostly simpler models are used that account for the dominant
lighting effects in the scene. The simplest scenario is the assumption of pure ambient
illumination [FvDFH90]. In [GN87, MD91, NY93], the optical flow constraint is extended
by a two parameter function to allow for global intensity scaling and global intensity shifts
between the two frames. Local shading effects can be modeled using additional directional
light sources [FvDFH90]. For the estimation of the illuminant direction, surface normal
information is required. If this information is not available as, e.g., for the large class
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of shape from shading algorithms [HB89, LR89], assumptions about the surface normal
distribution are exploited to derive the direction of the incident light [Pen82, LR89, ZC91,
BTO94].
If explicit 3-D models and with that surface normal information are available, more
accurate estimates of the illumination parameters are obtainable [Sta95, DC96, Bru97,
EG97a]. In these approaches, Lambertian reflection is assumed in combination with
directional and ambient light. Given the surface normals, the illumination parameters
are estimated using neural networks [Bru97], linear [DC96, EG97a], or non-linear [Sta95]
optimization.
For the special application of 3-D model-based motion estimation, relatively few approaches have been proposed that incorporate photometric effects. In [BTO94], the illuminant direction is estimated according to [ZC91], first without exploiting the 3-D model.
Given the illumination parameters, the optical flow constraint is extended to explicitly
consider intensity changes caused by object motion. For that purpose, surface normals
are required which are derived from the 3-D head model. The approach proposed in
[Sta95, Sta98] makes explicit use of normal information for both illumination estimation
and compensation. Rather than determining the illuminant direction from a single frame,
the changes of surface shading between two successive frames are exploited to estimate the
parameters. The intensity of both ambient and directional light, as well as the direction of
the incident light are determined by minimizing a non-linear cost function. Experiments
performed for both approaches show that the consideration of photometric effects can significantly improve the accuracy of estimated motion parameters and the reconstruction
quality of the motion-compensated frames [BTO94, Sta95].

2.5

Coding of Head-and-Shoulder Video Sequences

In this section, work is reviewed that deals with the encoding of head-and-shoulder video
sequences. First in Section 2.5.1, model-based codecs are discussed where the frames are
reconstructed by rendering a synthetic scene composed of 3-D computer models. Such
systems achieve a high coding efficiency but can only represent objects that are known at
the decoder. In order to achieve the generality of waveform-based codecs that are able to
encode arbitrary scenes, many researchers have combined model-based coding ideas with
hybrid video coding. Section 2.5.2 gives an overview of previous work in this area that is
related with the model-aided coder proposed in this thesis.

2.5.1

Coding of Facial Animation Parameters

One interesting application of model-based image sequence analysis is very low bitrate video coding. Since only a small set of parameters representing object mo-
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tion and deformation has to be transmitted by the model-based coder, extremely
low bit-rates can be realized. For the special case of head-and-shoulder sequences
which can be synthesized using a single deformable head model, many researchers have
given estimates of the achievable bit-rate that lie between 0.5 kbps and several kbps
[AHS89, KKH91, FMR93, LLF94, Gir94a, Pea95]. Such low values can already be accomplished for quite simple parameter coding strategies, reducing the need for sophisticated
and complex algorithms for the encoding of facial animation parameters. In the literature,
the focus is therefore mainly on the analysis and synthesis problem and very little has
been reported on actual measurements of coding efficiency.
In [GGW+ 98], a complete model-based coding system is described. Six cameras track
the markers on the face of an acting person. From the marker positions, surface deformations due to facial expressions are estimated. Instead of transmitting high-level animation
parameters, the vertex positions of a high quality head model are predicted and the residuals are encoded, leading to bit-rates of about 40 kbps at 30 fps. Additional transmission
of a temporally varying texture compressed with MPEG-4 results in an overall bit-rate of
240 kbps at “good quality with the sequence just beginning to show noticeable artifacts”.
Lower bit-rates are obtained for the system proposed in [CR94]. Global head motion
parameters are estimated and transmitted while facial expressions are modeled by the clipand-paste method. A codebook is continuously built containing mouth and eye templates
extracted from previous frames. The patch codebook is JPEG coded and transmitted to
the decoder where it is used to synthesize facial expressions. For that purpose, the index
of the codeword and its position in the image have to be transmitted additionally, leading
to bit-rates of 7.2 kbps at 10 fps for the sequence Miss America.
Rather than encoding explicit geometry information [GGW+ 98] or 2-D template positions [KKH91, CR94], most model-based coding systems [AHS89, CAHT94, AH95, HT95]
describe facial expressions by means of a set of high-level parameters based on the FACS
[EF78] or the MPEG-4 SNHC [MPG99] system. Since a significant amount of a-priori
knowledge of facial motion is exploited in these schemes, they are able to represent expressions very efficiently. This is experimentally validated, e.g., in [CAHT94]. In this system,
10 action units (AUs) are estimated in combination with global head motion resulting in
a bit-rate of about 1.4 kbps at 10 fps for a self-recorded sequence. Two optional texture
update methods increase the bit-rate to 3.5 kbps or 10.5 kbps, respectively.
The same approach also follows the recently determined MPEG-4 standard [MPG99]
that allows the transmission of 3-D head models that can be animated using a set of
66 different facial animation parameters. Thus, standard-compliant model-based coding
of head-and-shoulder sequences is already possible. However, since only the decoder is
standardized, the problem of how to robustly estimate facial animation parameters is still
left open. For the encoding of MPEG-4 facial parameters, first an appropriate subset of
FAPs is chosen for transmission by masking. The parameters are then predicted from the
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previous frame and coded with an arithmetic coder. Typical bit-rates lie in the range of
about 2 kbps [AL99]. Further bit-rate reduction can be achieved by an optional DCT
transformation of 16 temporally successive FAP values and quantization of the DCT
coefficients. The bit-rate reduction, however, introduces a much larger delay which makes
this scheme unsuitable for interactive applications [AL99].
Exploiting the correlation between the different parameters [AL99, VB98, Höl99] does
not increase the delay. These methods basically derive new sets of parameters that are
able to represent facial expressions more efficiently than the MPEG-4 FAPs. Experiments
show coding gains that are comparable with the DCT coding scheme of MPEG-4 but
without introducing additional delay [AL99, Ahl99].

2.5.2

Incorporation of 3-D Models into Hybrid Video Coding

In order to achieve high coding efficiency while maintaining the generality to deal with
arbitrary image sequences, traditional hybrid video coding has been combined with modelbased coding techniques. One of the earlier approaches that exploits 3-D models for
the encoding of video sequences is the object-based analysis-synthesis coder (OBASC)
proposed by Musmann et al. [MHO89]. Similar to a model-based coder, the objects in the
scene are described by 3-D models. Motion and deformation parameters of these objects
are estimated [Kap88, Ost94] and transmitted to the decoder where model frames are
synthesized. In contrast to model-based methods, the coder allows the additional encoding
of those areas in the image that cannot be represented adequately by the 3-D models
using conventional 2-D coding strategies. Since more than 80 % of the bits are spent for
encoding model failures, the achieved generality results in higher bit-rates. In experiments,
bit-rates of 57.5 kbps have been reported [KO97, Sta99] when encoding the CIF test
sequence Claire at 36 dB PSNR and 10 Hz.
An extension of the OBASC system is the layered coder published by Musmann in
1995 [Mus95] as well as Kampmann and Ostermann in 1997 [KO97]. The layered coder
chooses the output from up to five different coders which exploit different amounts of
a-priori knowledge of the scene. The mode decision between the layers is either done
frame-wise or object-wise and encoding in the various modes is carried out independently
from each other. In [KO97], experimental results for a layered coder are presented that
consists of an analysis-synthesis coder (OBASC) and a knowledge-based coder with an
explicit 3-D head model. In comparison with the OBASC system, bit-rate reductions of
17 % are reported for the sequence Claire.
In [CCD+ 94], a switched model-based coder is introduced that chooses between the
encoded output frames from an H.261 coder and a 3-D model-based coder. The frame
selection is based on rate and distortion. However, the mode decision is only done for
an entire frame and therefore the information from the 3-D model cannot be exploited
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if parts of the frame cannot be described by the model-based coder. Coding results for
the CIF test sequence Miss America (30 fps) are described that show an improvement of
about 0.4 dB in PSNR compared to a conventional H.261 video codec.
Another coding approach that uses multiple compression strategies has been proposed
as dynamic coding [RClB+ 96]. Choosing from several available compression techniques,
the frames are segmented in a rate-distortion optimal sense. The shape information of
the regions has to be transmitted as side information and encoding of individual regions
is performed independently.
The use of different coding methods for individual regions is also possible in MPEG-4
[MPG99] that allows the transmission of SNHC-based 3-D models in combination with
2-D video streams. The video frame is composited at the decoder out of arbitrarily shaped
video object planes (VOP), and each VOP can be either synthesized or conventionally
generated by a DCT-based motion-compensated hybrid decoder. Due to the independent
encoding of the VOPs and the additional bit-rate needed for transmitting their shapes,
MPEG-4 SNHC requires a prohibitive amount of overhead information.
3-D model information is also well suited for encoding stereo [TGS97, MS97] and
multiviewpoint [TA96] sequences. The availability of multiple views of the same objects
allows the extraction of scene depth information for each time step. If depth maps are
additionally transmitted to the decoder, disparity-compensated prediction between the
channels is possible in addition to temporal prediction. Experiments show that the additional bit-rate for the transmission of depth information is well compensated for by the
achieved coding gain.
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3 Model-Based Estimation of
3-D Motion and Deformation

The most challenging part of a model-based video coding system is the analysis and
estimation of 3-D object motion and deformation from two-dimensional images. Due to
the loss of one dimension caused by the projection of the real world onto the image plane,
this task can only be solved by exploiting additional knowledge of the objects in the scene.
In particular, the way the objects move can often be restricted to a low number of degrees
of freedom that can be described by a limited set of parameters.
In this chapter, it is assumed that an explicit parameterized 3-D model of the object
is available that describes its shape, color, and motion constraints. Two basic classes of
objects are distinguished: rigid bodies whose position and orientation can be described by
6 degrees of freedom and flexible bodies that can be locally deformed in addition to global
motion. Since the aim of this work is model-based video coding of head-and-shoulder
sequences, the flexible body object is here assumed to be a human face without loss of
generality. Any other object with explicit motion constraints can be handled similarly.
All algorithms described in the following sections have in common that spatial and
temporal intensity gradients of the image are exploited together with explicit 3-D motion
constraints from the model to estimate the unknown motion and deformation parameters.
Thus, the entire area of the image showing the object of interest is used instead of dealing
with discrete feature points. A linear and computationally efficient algorithm is derived for
different classes of objects and camera settings. The scheme is embedded in a hierarchical
analysis-synthesis framework to avoid error accumulation in the long-term estimation.
The chapter is organized as follows. First, the rigid body motion estimation is described to illustrate the basic principle of the hierarchical gradient-based estimation framework which is common to all methods proposed in this thesis. In Section 3.2, this estimation algorithm is extended to the joint determination of both motion and internal
camera parameters like focal length and radial lens distortion. A novel model-based camera calibration technique exemplarily shows results for the estimation of internal camera
parameters. Since all methods are rather sensitive to changes in illumination conditions,
the photometric effects are additionally considered in the estimation process. This is
investigated in Section 3.3 where an algorithm for the determination of intensity and
direction of the incident light in the scene is presented. Finally in Section 3.4, the proposed algorithm is extended to deal with the estimation of motion and deformation of
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flexible bodies. This is illustrated for the case of head-and-shoulder sequences. Using an
explicit 3-D head model, facial expressions are analyzed and facial animation parameters
are estimated from 2-D images.

3.1

Rigid Body Motion Estimation

The algorithm for the simple case of rigid body motion estimation is in principle based
on the method proposed in [Kap88, LRF93]. The projection of a 3-D rigid body motion
model is combined with the optical flow constraint [HS81] resulting in an overdetermined
linear set of equations for the 6 unknown parameters. In contrast to [Kap88, LRF93],
the algorithm is embedded in a hierarchical framework to allow the estimation of larger
displacements between two successive frames while keeping computational complexity
moderate.

3.1.1

Motion Model

The model-based motion estimator determines the relative motion of an object between
two successive frames I1 and I2 of a video sequence. For a rigid body, this motion can
be described by 6 parameters specifying the relative rotation and translation between the
two frames. Since only 2-D projections of the scene are observed by means of frames I1
and I2 , a relation between the 3-D motion equation and the 2-D displacement field must
be established. Using knowledge of the camera parameters describing the projection and
the shape of the object, this displacement field can explicitly be derived as a function of
the 6 unknown motion parameters.
Given the shape of the object by means of the 3-D points x0 defined in a local object
coordinate system, the corresponding points for frames I1 and I2 can be obtained by
rotating and translating the object according to
x1 = R1 · x0 + t1
x2 = R2 · x0 + t2 ,

(3.1)

where R1 , t1 and R2 , t2 describe the orientation and position of the object in the two
frames relative to the camera coordinate system. Eliminating the object coordinates x0
leads to the 3-D motion model
x2 = R2 R−1
1 (x1 − t1 ) + t2 = R12 (x1 − t1 ) + t1 + t12 ,

(3.2)

with R12 = R2 R−1
1 and t12 = t2 −t1 defining the relative rotation and translation between
frames I1 and I2 . If an estimate R̂12 for the relative rotation R12 and an estimate t̂12
for the relative translation t12 between the two frames are already known, a new motion
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compensated synthetic frame Iˆ2 can be generated which approximates I2 . This is achieved
by rendering the 3-D model at the new position given by
x̂2 = R̂12 (x1 − t1 ) + t1 + t̂12 .

(3.3)

In this equation, x̂2 = [x̂2 ŷ2 ẑ2 ]T is only an estimate for the correct object point x2 in
frame I2 . In order to match these points, the approximate motion parameters R̂12 and
t̂12 have to be corrected by ∆R and ∆t as follows
x2 = ∆R(x̂2 − xc ) + xc + ∆t,

(3.4)

with xc = [xc yc zc ]T = t1 + t̂12 being the center of the rotation. This equation serves
as a 3-D motion constraint for the determination of the 6 motion parameters represented
by ∆R = R2 (R̂12 R1 )−1 and ∆t = [∆tx ∆ty ∆tz ]T = t2 − (t1 + t̂12 ). Since the relative
rotation described by ∆R can be expected to be very small, a linearized version of the
rotation matrix (A.1) is utilized to obtain a model that is linear in the unknown motion
parameters


1
−∆Rz ∆Ry


∆R ≈ 
(3.5)
1
−∆Rx 
 ∆Rz
.
−∆Ry ∆Rx
1
The three parameters ∆Rx , ∆Ry , and ∆Rz of the matrix ∆R are the three Euler angles
of the rotation matrix.
In order to describe the 2-D motion in the image plane arising from a rigid body
moving in 3-D space, the 3-D motion constraint (3.4) has to be projected onto the image
plane. Assuming a perspective camera model, a 3-D object point x = [x y z]T is
projected into the 2-D coordinate X = [X Y ]T according to
x
z
y
= −fy ,
z

X = −fx
Y

(3.6)

with fx and fy denoting the scaled focal length parameters that allow the use of nonsquare pixel geometries. A detailed description of the camera model and its notation can
be found in Appendix A.3.4. Inserting (3.4) into the camera model (3.6) results in
x̂2 + (ẑ2 − zc )∆Ry − (ŷ2 − yc )∆Rz + ∆tx
ẑ2 + (ŷ2 − yc )∆Rx − (x̂2 − xc )∆Ry + ∆tz
ŷ2 − (ẑ2 − zc )∆Rx + (x̂2 − xc )∆Rz + ∆ty
= −fy
.
ẑ2 + (ŷ2 − yc )∆Rx − (x̂2 − xc )∆Ry + ∆tz

X2 = −fx
Y2

(3.7)

Substitution of the 3-D coordinates by
x̂2 = −

ẑ2 X̂2
ẑ2 Ŷ2
ŷ2 = −
fx
fy

(3.8)
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and first order Taylor series expansion lead to the desired constraint for the
2-D displacement field with the displacement vectors d = [dx dy ]T given by
"

dx = X2 − X̂2 ≈ fx

#

Ŷ2 yc
zc
∆tx
−∆Ry (1 − ) − ∆Rz ( + ) −
+
ẑ2
fy
ẑ2
ẑ2
"

+X̂2
"

dy = Y2 − Ŷ2 ≈ fy

Ŷ2 yc
X̂2 xc
∆tz
∆Rx ( + ) − ∆Ry (
+ )−
fy
ẑ2
fx
ẑ2
ẑ2

#

#

zc
∆ty
X̂2 xc
∆Rx (1 − ) + ∆Rz (
+ )−
+
ẑ2
fx
ẑ2
ẑ2
"

+Ŷ2

#

Ŷ2 yc
X̂2 xc
∆tz
∆Rx ( + ) − ∆Ry (
+ )−
.
fy
ẑ2
fx
ẑ2
ẑ2

(3.9)

In this equation, ẑ2 is the depth at pixel position [X̂2 Ŷ2 ]T corresponding to image Iˆ2 .
This depth map is obtained by rendering the 3-D object model into a z-buffer.

average displacement error

average displacement error

Setting xc = [0 0 0]T and fx = fy = 1 reduces (3.9) to the well-known motion
constraint in [LH84, NS85, WKPS87, LRF93]. This corresponds to a linearization of
the motion model around the camera origin instead of linearization at the object center.
However, the linearization error for the reduced case is slightly larger. This is illustrated
in Fig. 3.1 where the average absolute displacement error for different rotation angles is
plotted for the object shown in Fig. 3.4 b). Especially for larger rotation angles significant
differences in accuracy are noticeable. At the same time, neither the number of equations
nor the number of unknowns and thus the complexity of solving the system of equations
as described in the next section is affected by the improved linearization method.
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Figure 3.1: Average absolute displacement error in pixels caused by the linearization of the
motion model; a) error of (3.9) for rotation around the x- and y-axes (measured in degrees), b)
corresponding errors for the simplified motion model of [LH84].
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Gradient-Based Parameter Estimation

The six unknown motion parameters ∆Rx , ∆Ry , ∆Rz , ∆tx , ∆ty , and ∆tz describing the
relative motion between the two frames Iˆ2 and I2 are estimated using information from
spatial and temporal intensity gradients of the images. Assuming that the brightness of an
object point does not change between the two frames, the corresponding pixel intensities
in the images can be related by the 2-D displacement vector d according to
Iˆ2 (X) = I2 (X + d)
I2 (X) = Iˆ2 (X − d).

(3.10)

First order Taylor series expansion of I2 (X + d) and Iˆ2 (X − d) around d = [0 0]T and
averaging of the two equations of (3.10) result in the optical flow constraint equation
[HS81]
1
2

Ã

∂ Iˆ2
∂I2
+
∂X ∂X

!

1
dx +
2

Ã

!

∂ Iˆ2 ∂I2
∂ I¯
∂ I¯
+
dx +
dy = Iˆ2 − I2 .
dy =
∂Y
∂Y
∂X
∂Y

(3.11)

Despite the first order intensity approximation, it can be shown that this constraint is even
valid for quadratic functions of the intensity due to the use of averaged spatial gradients
∂ I¯
∂ I¯
and ∂Y
. The gradients are here approximated from 8 samples originating from the
∂X
two images as suggested in [HS81].
The optical flow constraint (3.11) can be set up for any pixel in the image. However,
since the two unknown components dx and dy of the displacement vector vary from pixel
to pixel, the flow constraint is underdetermined and cannot be solved directly without
additional information. This information is taken directly from the explicit 2-D motion
model (3.9) that describes the displacement vector d for all image points containing the
object as a function of the 6 unknown rigid body parameters. Inserting (3.9) into the
optical flow constraint (3.11) leads to a set of linear equations for the unknowns ∆Rx ,
∆Ry , ∆Rz , ∆tx , ∆ty , and ∆tz
"

Ã

!#

Ŷ2 yc
Ŷ2 yc
∂ I¯
∂ I¯
zc
X̂2 ( + ) +
fy (1 − ) + Ŷ2 ( + ) ∆Rx
∂X
fy
ẑ2
∂Y
ẑ2
fy
ẑ2
"
Ã
!
#
X̂2 xc
X̂2 xc
∂ I¯
zc
∂ I¯
Ŷ2 (
fx (1 − ) + X̂2 (
+ ) −
+ ) ∆Ry
+ −
∂X
ẑ2
fx
ẑ2
∂Y
fx
ẑ2
"
#
Ŷ2 yc
X̂2 xc
∂ I¯
∂ I¯
+ −
fx ( + ) +
fy (
+ ) ∆Rz
∂X
fy
ẑ2
∂Y
fx
ẑ2
"
#
¯
∂ I fx
+ −
∆tx
∂X ẑ2
"
#
∂ I¯ fy
+ −
∆ty
∂Y ẑ2

+
+
+
+
+
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"

#

∂ I¯ X̂2
∂ I¯ Ŷ2
+ −
−
∆tz = Iˆ2 − I2
∂X ẑ2
∂Y ẑ2
Arb [∆Rx ∆Ry ∆Rz ∆tx ∆ty ∆tz ]T = b.

(3.12)

At least six equations are necessary to solve this system given by matrix Arb and vector
b but since each pixel contributes one additional equation, a highly overdetermined set
of equations is obtained which is efficiently solved in a least-squares sense [GL83]. Color
images even provide three equations per pixel. Due to the large number of equations, possible outliers can be removed from the set of equations. They are detected by computing
an estimate of the displacement vector length from the image gradients
v
u
u (I (X) − Iˆ (X))2
u 2
2
|d̂(X)| = t ¯
.
¯

( ∂ I(X)
)2 + ( ∂ I(X)
)2
∂X
∂Y

(3.13)

Due to the inherent linearization, (3.12) is only valid for small displacements. Image points
whose estimated displacement vector length |d̂(X)| exceeds a threshold are therefore
classified as outliers and are not considered for the estimation of the rigid body motion
parameters. In the experiments of Section 3.1.4, the threshold is varied from 5 pixels at
the lowest resolution to 1 pixel at the highest resolution.

3.1.3

Hierarchical Analysis-Synthesis Loop

The rigid body motion estimator of the previous section estimates the motion parameters of an object between two successive frames of a video sequence. To overcome the
restrictions from the linearization of small motion between these frames, the algorithm is
embedded in an analysis-synthesis loop [Koc93, LRF93] as depicted in Fig. 3.2. Instead of
camera

I2

image

Analysis

estimated parameters

Î2

synthetic
image

− Shape/Color
− Motion/Deform.
Model constraints
− Illumination

Synthesis

Figure 3.2: Analysis-synthesis loop of the motion estimation framework.

estimating motion parameter changes from two successive camera frames, the algorithm
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is applied to a synthetically rendered image and the new camera frame. At the beginning of the estimation, the motion parameter set corresponding to the previous frame I1
is used to render an estimate Iˆ2 for the current camera frame I2 . The relative motion
between these frames is determined as described above using the shape information from
the 3-D model. Then, the 3-D model is moved according to the new motion parameter set
and a new motion compensated frame Iˆ2 is rendered that is now much closer to the camera
frame I2 than the previous estimate. This procedure is performed iteratively, each time
reducing the remaining estimation errors. The whole scheme can be regarded as an optimization procedure that finds the best match between the synthetic frame and the camera
frame. Due to the use of a synthetic frame that directly corresponds to the 3-D model
providing the algorithm with shape information, error accumulation over time is avoided,
since remaining errors are removed in the following iteration steps. Thus, external forces
from discrete image features as, e.g., used in [DM96] to avoid error accumulation can be
avoided.
camera frame

synthetic frame

I2

Î2
motion
estimation

motion
compensated
frame Î2

I2

motion
estimation

I2

render
3D model

render
3D model

motion
compensated
frame Î2

Figure 3.3: Hierarchical estimation scheme.

To further increase the possible range of the motion between successive frames, the
parameters are estimated hierarchically [EG97a] as illustrated in Fig. 3.3. First, a rough
estimate is determined from subsampled and low-pass filtered images, where the approximative optical flow constraint is valid over a wider range. Due to the smaller size of the
images, fewer equations are involved in the system of equations given by Arb and b and
thus the computation of the LS solution is much faster than for the full-size image. On the
other hand, an accurate estimate cannot be obtained for the lower resolution images, since
many high frequency details are missing due to filtering and subsampling. Therefore, the
estimation is repeated on higher resolution images with more high frequency components
to remove the remaining positional errors. The experiments in the next section start from
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subsampled images of size 44× 36 pixels. The resolution is then doubled for each iteration
step in the analysis-synthesis framework until the original image resolution is reached.

3.1.4

Experiments

In this section, experimental results for synthetic and real image data are provided to
illustrate the accuracy of the proposed model-based rigid body motion estimator. An artificial head object is scanned with a 3-D laser scanner [Cyb93] and the textured 3-D model
shown in Fig. 3.4 b) is created.
In a first experiment, 100 synthetic views of this 3-D model are rendered with known
motion parameters. The parameters of the experimental setup can be found in Table 3.1.
Camera noise is simulated by adding normally distributed noise with variance σ 2 to the
number of frames N
100
image size Nx , Ny
CIF resolution (352 × 288)
aspect ratio a
4:3
height angle ϕheight
0.4 =
ˆ 22.9◦
object center distance zc from camera 80 cm
object size
17 cm × 27 cm × 23 cm
rotation around x-axis
−5◦ ≤ ∆Rx ≤ 5◦
rotation around y-axis
−5◦ ≤ ∆Ry ≤ 5◦
rotation around z-axis
−5◦ ≤ ∆Rz ≤ 5◦
translation in x-direction
−1 cm ≤ ∆tx ≤ 1 cm
translation in y-direction
−1 cm ≤ ∆ty ≤ 1 cm
translation in z-direction
−2 cm ≤ ∆tz ≤ 2 cm
Table 3.1: Experimental setup for the synthetic test sequence.

RGB color images as shown in Fig. 3.4 c). Then, the motion parameters are estimated
for each frame. Four different levels of resolution are used by the hierarchical algorithm,
starting with images of size 44 × 36 and ending with CIF resolution. Since the correct
motion parameters are known for the synthetic sequence, the accuracy of the motion
estimation is determined by comparing the estimates with the correct values.
Fig. 3.5 shows the absolute error for each motion parameter averaged over all 100
frames. The magnitude of the additive zero mean noise is specified by means of the
standard deviation in image intensity with values of 0, 2, 5, 10, 20, and 50. The synthetic
frames have an image intensity range of [0 . . . 255]. Due to the large number of equations
used in the estimation, the error of the estimates is extremely low. If no noise is added the
3-D positional error is in the range of several micrometers and the orientation is accurate
up to several seconds of arc. Only the distance of the object to the camera is determined
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a)

b)

c)

d)

Figure 3.4: a) camera frame of the artificial head object, b) synthetic frame, c) synthetic frame
with additive noise, d) synthetic frame with distorted vertices.

somewhat less accurately since deviations in depth have less influence on the projection
onto the image plane. Increasing the energy of the added noise obviously leads to larger
errors in the estimated parameters. But even for noise with a standard deviation of
σ = 50 that significantly distorts the original image, the estimated rotation angles are
accurate up to some hundredth of a degree and the position is determined correctly up
to some hundredth of a millimeter. Projection of the 3-D error vectors onto the image
plane correspond to maximal displacement errors of 0.02 pixels in the case of noise with
σ = 50.
In a second experiment, the influence of small shape errors on the parameter accuracy
is investigated. The motion parameters are estimated for the same 100 synthetic frames,
but the vertices of the 3-D model are distorted by adding uniformly distributed noise to
the three coordinates. Using a decoded 3-D model with quantized vertex positions can
lead to such noise. Since the silhouette of the model exhibits large errors due to the
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Figure 3.5: Absolute error of the estimated motion parameter averaged over 100 frames of a
synthetic sequence with additive Gaussian noise with standard deviation of 0, 2, 5, 10, 20, and
50, respectively.

distorted vertices as shown in Fig. 3.4 d), the equations corresponding to the border area
of the object are excluded from the estimation. These silhouette pixels can be classified
easily from the synthesized model frame that displays the object without any background
information or camera noise.
Fig. 3.6 shows the absolute error for each parameter averaged over all 100 frames
for different magnitudes of vertex distortions. These errors are mainly influenced by the
vertex distortions parallel to the image plane which result in severe texture distortion in
the 2-D projection. Especially the parameter tz is affected by these errors, since large
variations in depth result only in small changes in the image plane. Shape deviations
along the line of sight have a smaller impact on the motion estimate, since the noise is
relatively small compared to the distance of the object to the camera.
If the object shape is distorted but the texture is selected such that the projection
in the first frame looks correct, the resulting errors of the motion estimates are much
smaller. This is, e.g., the scenario in Chapters 4 and 5, where the texture information
for the object is extracted from the first frame of the sequence and mapped onto the
3-D model. Rendering of the model leads to a perfect reconstruction of the first frame.
First, object motion introduces errors due to the depth dependency of the displacement
in (3.9). The resulting parameter inaccuracies are depicted in Fig. 3.7. For this particular
experiment, the texture of frame I1 is mapped onto the distorted 3-D model and remains
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Figure 3.6: Absolute error of the estimated motion parameter averaged over 100 frames using a
3-D model with distorted vertex positions.
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Figure 3.7: Absolute error of the estimated motion parameter averaged over 100 frames using a
model with distorted vertex positions and texture extracted from an initial frame.

constant for the next 99 frames. Since the distortions in the image plane are smaller
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than in the previous experiment without texture extraction, the resulting 3-D motion
parameters are much more accurate which becomes apparent when comparing Fig. 3.7
with Fig. 3.6.
For the next experiment, real image data are used. 50 frames (CIF resolution) of the
artificial head object as shown in Fig. 3.4 a) are recorded with a studio camera, each time
moving the object by a well defined amount. During the sequence, the object has been
rotated around the y-axis with relative changes of up to 10 degrees between two successive
frames and translated in x- (up to 5 cm) and z-direction (up to 10 cm). The absolute
position of the object compared to the camera coordinate system and the internal camera
parameters (a = 1.33, ϕheight = 0.47) are determined by camera calibration as described in
Section 3.2.2. Since the texture of the 3-D model and the camera frames are acquired with
different devices, the R-, G-, and B-channels of the texture are scaled and G-predistorted
appropriately. The rigid body motion is then estimated for all 50 frames and compared
with the known absolute position and orientation in space.
Rx

Ry

Rz

0.15◦

0.21◦

0.21◦

tx

ty

tz

0.44 mm 0.55 mm 2.54 mm

Table 3.2: Absolute motion estimation error averaged over 50 frames of a natural sequence
recorded with a camera.

Table 3.2 summarizes the results for all six parameters by means of the average absolute error. Compared to the synthetic experiments, the inaccuracies are of course higher,
which is mainly caused by systematic errors in the 3-D computer model. Apart from
small shape errors introduced by the 3-D scanner, especially deviations of the texture
map color from the color in the camera frames complicate the matching of the computer
model with the real image. These color errors are introduced by acquiring the color information through two different devices (camera and laser scanner) with different sensors,
different efficiency functions (see Section A.3.3), different resolution and under different
lighting situations. Moreover, the calibration of the camera and the measurement of the
absolute object position relative to the camera origin are also affected by errors that
add to the inaccuracies of the estimates. However, quite accurate results are obtained
for the absolute 3-D position and orientation corresponding to subpixel accurate image
displacements. In Section 3.3, estimation accuracy is further improved by considering
the varying illumination during the acquisition of the 3-D model and the recording of the
image sequences.

3.2. Combined Estimation of Motion and Camera Parameters

3.2
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Combined Estimation of Motion and Camera
Parameters

In the previous section, it is assumed that the internal camera parameters are determined
in advance by camera calibration and are kept constant during the acquisition of the
video sequence. This implies that the zoom of the camera is not altered. Changes of the
zoom affect the focal length of the camera and also have an influence on the radial lens
distortion [Wel74]. Even variations in the focus can change the camera geometry.
For video sequences recorded with zoom lenses, the motion estimation algorithm of
Section 3.1 must be extended to estimate the internal camera parameters in addition to
the motion parameters. This way, a correct projection of the virtual camera is ensured.
The necessary changes made to the algorithm are described in the next section and result
in a novel formulation for the combined estimation of motion and camera parameters.
Section 3.2.2 then provides experimental results for this algorithm in the context of camera
calibration. A new model-based camera calibration technique is presented that determines
position and orientation of a test object together with the internal camera parameters from
one or multiple views.

3.2.1

Motion Estimation with Varying Camera Parameters

The algorithm for the combined estimation of motion and camera parameters is based on
the rigid body motion estimator of Section 3.1. The hierarchical structure with analysissynthesis loop and the combination of explicit 3-D information with the optical flow constraint is identical. Only the underlying 3-D description differs and considers additional
2-D image displacements caused by changes of the camera geometry. It turns out that
the same linear set of equations as in (3.12) is obtained with some additional unknowns
which account for the unknown camera parameters like focal length, aspect ratio, and
radial lens distortion parameters.
The derivation of the models for 3-D motion and the 2-D displacement field is analogous to Section 3.1.1. For the sake of simplicity, the radial lens distortion in the camera
frame is compensated for instead of rendering distorted synthetic frames. This way, the
motion parameter estimation is performed on undistorted synthetic and camera frames
(see Fig. 3.8) and is therefore not influenced by the lenses. If necessary, synthetic frames
showing the same lens distortion as the camera image can be generated easily by distorting the frame afterwards according to the estimated lens parameters. However, for many
applications it is sufficient to consider the undistorted sequence as the original one.
Assuming that an initial estimate of the radial lens distortion parameters κ̂i is given,
the distorted camera frames with coordinates Xd can be compensated for, i.e., the distortion described by κ̂i . An almost undistorted version of the camera frame with coordinates
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∆Rx , . . . , ∆tz

coords: X2 , Y2

∆κi

coords: X20 , Y20

parameter estimation of ∆Rx , ∆Ry , ∆Rz , ∆tx , ∆ty , ∆tz , and ∆κi performed using those two frames

Figure 3.8: Estimation of radial lens distortion and rigid body motion.

X02 is created that is used together with the undistorted model frame with coordinates X̂2
to estimate rigid body motion and radial lens distortion changes. The compensation of
the distorted camera frame I2 is performed using the radial lens distortion model (A.17)
X02 = Xd (1 +

X

κ̂i r2i ),

(3.14)

i=1

with the radius r computed as follows
r=

v
!
uÃ
u Xd 2
t

fx

Ã

Yd
+
fy

!2

.

(3.15)

Since the κ̂i are only estimates, they have to be corrected by the unknown values ∆κi to
obtain the correct undistorted coordinates X2
X2 = Xd (1 +

X

(κ̂i + ∆κi )r2i ).

(3.16)

i=1

In the error free case, the coordinates X2 can also be obtained by motion-compensating
the coordinates X̂2 of the undistorted model frame with the unknown parameters ∆Rx ,
∆Ry , ∆Rz , ∆tx , ∆ty , and ∆tz as depicted in Fig. 3.8. Eliminating Xd from (3.14) and
(3.16) leads to
P
1 + i=1 κ̂i r2i
0
X2 = X 2 ·
,
(3.17)
P
1 + (κ̂i + ∆κi )r2i
i=1

and substitution of X2 with the rigid body motion model (3.7) results in
P

X20

1+
κ̂i r2i
x̂2 + (ẑ2 − zc )∆Ry − (ŷ2 − yc )∆Rz + ∆tx
i=1
= −fx
·
P
ẑ2 + (ŷ2 − yc )∆Rx − (x̂2 − xc )∆Ry + ∆tz 1 + (κ̂i + ∆κi )r2i
i=1
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P

Y20

1+
κ̂i r2i
ŷ2 − (ẑ2 − zc )∆Rx + (x̂2 − xc )∆Rz + ∆ty
i=1
= −fy
·
. (3.18)
P
ẑ2 + (ŷ2 − yc )∆Rx − (x̂2 − xc )∆Ry + ∆tz 1 + (κ̂i + ∆κi )r2i
i=1

This model already considers radial lens distortion but has to be modified in order to
allow changes in the parameters specifying the projection onto the image plane of the
camera. To decouple changes in focal length and aspect ratio which remains fixed if, e.g.,
the zoom is altered, fy is substituted by
fy = fx · q.

(3.19)

Instead of estimating fx and fy , fx and q are determined with fx specifying the focal length
and q being related to the aspect ratio. Since both parameters fx and q are allowed to
change, they are described by the estimates fˆx and q̂ which are corrected by the unknown
values ∆f and ∆q according to
fx = fˆx (1 + ∆f )
fy = fx q̂(1 + ∆q).

(3.20)

Inserting (3.20) together with the replacement for the 3-D coordinates
x̂2 = −

ẑ2 X̂2
ẑ2 Ŷ2
ŷ2 = −
ˆ
fx
fˆx q̂

(3.21)

into (3.18) leads, after first order Taylor series expansion, to the following displacement
"

dx =

X20

− X̂2

#

Ŷ2
yc
zc
∆tx
+ )−
≈ fˆx −∆Ry (1 − ) − ∆Rz (
+
ẑ2
ẑ2
fˆx q̂ ẑ2
"

+X̂2

+X̂2 ∆f −
"

dy =

Y20

− Ŷ2

#

Ŷ2
X̂2 xc
yc
∆tz
+ ) − ∆Ry (
∆Rx (
+ )−
+
fx
ẑ2
ẑ2
fˆx q̂ ẑ2
X

X̂2

1+

P

i=1

κ̂i r2i

r2i ∆κi ,

i=1

#

X̂2 xc
zc
∆ty
≈ fˆx q̂ ∆Rx (1 − ) + ∆Rz (
+ )−
+
ẑ2
ẑ2
ẑ2
fˆx
"

+Ŷ2

#

Ŷ2
X̂2 xc
yc
∆tz
+ ) − ∆Ry (
∆Rx (
+ )−
+
ˆ
ˆ
ẑ2
ẑ2
fx q̂ ẑ2
fx

+Ŷ2 ∆f + Ŷ2 ∆q −

X

Ŷ2

1+

P

i=1

κ̂i

r2i

r2i ∆κi .

(3.22)

i=1

This displacement field is quite similar to the one for rigid body motion (3.9) but contains
the additional unknowns ∆f , ∆q, and ∆κi . As a result, by combining (3.22) with the
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optical flow constraint (3.11), a linear set of equations is obtained that can be set up by
appending the following terms to the left side of (3.12)
Aint [∆f ∆q ∆κ1 ∆κ2 . . .]T =
(3.23)
"
#
"
#
"
Ã
!#
2i
¯
¯
¯
¯
¯
X
∂I
∂I
r
∂I
∂I
∂I
X̂2 +
Ŷ2 ∆f +
Ŷ2 ∆q −
X̂2 +
Ŷ2 ∆κi .
P
2j
∂X
∂Y
∂Y
∂X
∂Y
j=1 κ̂j r
i=1 1 +
Dependent on the various camera parameters that are being estimated for a particular
application, one or more columns can be added without changing the rest of the matrix.
The resulting system of equations now looks like
[Arb Aint ] [∆Rx ∆Ry ∆Rz ∆tx ∆ty ∆tz ∆f ∆q ∆κ1 ∆κ2 . . .]T = b

(3.24)

with Aint containing the coefficients for the internal parameters according to (3.23). Given
the overdetermined system of linear equations, the parameters are estimated in the same
way as for the rigid body motion in the hierarchical analysis-synthesis framework described
in Section 3.1.3.

3.2.2

Model-Based Camera Calibration

Many algorithms in computer vision assume that the internal parameters of the camera
are known. Therefore, camera calibration is performed in an initial step to determine
focal length, aspect ratio, and radial lens distortion of the camera. A calibration test
object as shown in Fig. 3.9 is captured with the camera. Since the geometry of the test

Figure 3.9: Two different calibration test objects used in the experiments of this thesis.

object is explicitly known, the 2-D correspondences between the projected 3-D points of
the computer model and the 2-D points in the captured camera frame can be exploited to
determine the parameters of the camera [Tsa87]. Due to the sensitivity of the obtained
parameters to noise in the point correspondences [CKW90, BM94], a significant amount of
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effort is spent to determine the position of the 2-D feature points with subpixel accuracy
[HM86, SCS94].
In this section, the combined motion and camera parameter estimator is validated for
the application of camera calibration. For that purpose, the 3-D model in the virtual
scene is replaced by a textured model of the calibration test object. Instead of finding
explicit feature points in the image and establishing point correspondences, the entire
image information is exploited to match the synthetically rendered image with the camera
frame. This way, the calibration body is not restricted to showing simple discrete features
that can be detected easily, but arbitrarily textured objects with a wide range of spatial
frequencies can be used. Moreover, no special treatment at the image borders (providing
much information about radial distortion) has to be done if the test object is only partly
visible. The presented novel model-based calibration algorithm is used in all experiments
in this thesis which require knowledge of the internal camera parameters.
To quantify the accuracy of the algorithm, a synthetic sequence is rendered using the
calibration test object shown on the left hand side of Fig. 3.9. The experimental setup
is specified in Table 3.3. Different sets of internal and external camera parameters are
chosen to synthesize the frames. To simulate manufacturing errors of the calibration body,
the 2-D positions of the white points on the test object planes are distorted by adding
zero mean normally distributed noise with standard deviation σ to the point locations
before rendering the 3-D model. Given the synthetic frames corresponding to different
number of frames N
25
image size Nx , Ny
CIF resolution (352 × 288)
object center distance zc from camera 1.35 m
aspect ratio a
|a − 4/3| ≤ 0.05
height angle ϕheight
|ϕheight − 0.5| ≤ 0.05
radial distortion κ1
−0.1 ≤ ∆κ1 ≤ 0.1
rotation around x-axis
−5◦ ≤ ∆Rx ≤ 5◦
rotation around y-axis
−5◦ ≤ ∆Ry ≤ 5◦
rotation around z-axis
−5◦ ≤ ∆Rz ≤ 5◦
translation in x-direction
−1 cm ≤ ∆tx ≤ 1 cm
translation in y-direction
−1 cm ≤ ∆ty ≤ 1 cm
translation in z-direction
−2 cm ≤ ∆tz ≤ 2 cm
Table 3.3: Experimental setup for the synthetic test sequence.

camera settings, internal and external camera parameters (a, ϕheight , κ1 , Rx , Ry , Rz , tx ,
ty , and tz ) are estimated and compared with the correct values. In Fig. 3.10, the absolute
errors of all estimated parameters averaged over the 25 frames are shown for different
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standard deviations (σ = 0 mm, 0.1 mm, 0.25 mm, 0.5 mm, and 1.0 mm) specifying the
displacements of the distorted test object point positions. The exact numerical results of
this experiment can also be found in Table C.3. Even if the point positions on the test
object are slightly distorted, the parameters can be determined very accurately. Only
focal length related to the height angle ϕheight by (A.16) and the distance to the test
object tz exhibit larger errors, since the parameters are highly correlated and their errors
can compensate each other with only small distortions in the image plane. This becomes
visible when compensating for the effects by computing the two new parameters ϕ0height =
ϕheight
z
ϕheight ttz,o
and t0z = tz ϕheight,o
with tz,o and ϕheight,o being the original correct values of
the parameters. Measuring the average absolute error of ϕ0height and t0z for the case of
severe noise (σ = 1.0 mm) reduces the errors by almost a factor of 10 resulting in values
of 0.06 % for ϕ0height and 0.83 mm for t0z , respectively.
The use of a linear solution method for the estimation allows the simultaneous exploitation of multiple frames to improve the accuracy of the internal and external camera
parameter estimates without disproportionate computational complexity. In some applications, the internal camera parameters have to be consistent with all views even if they
are affected by noise. For such cases, the simultaneous estimation of all external parameters together with a common set of internal camera parameters is highly beneficial.
The joint estimation is achieved by simply extending the solution vector of the linear
system of equations by the external parameters of the additional frames. Instead of having
6 + 3 unknowns (if only one radial lens distortion parameter is used), N · 6 + 3 parameters
N
N
[∆Rx1 ∆Ry1 ∆Rz1 ∆t1x ∆t1y ∆t1z . . . ∆RxN ∆RyN ∆RzN ∆tN
x ∆ty ∆tz ∆f ∆q ∆κ]
(3.25)
are estimated with N being the number of frames used. The number of equations also
increases, since information from all N frames is exploited. The matrix Acal of the
resulting system of equations is given as



Acal



=




Arb,1
0
...
0
Aint,1
0
Arb,2 . . .
0
Aint,2
..
..
..
..
.
.
.
.
0
0
. . . Arb,N Aint,N









(3.26)

with Arb,i and Aint,i containing the information from frame i for the external and internal
parameters, respectively, as specified by (3.12) and (3.23). Again, the parameters are
determined using the hierarchical analysis-synthesis framework.
For the verification of the multiple frame calibration algorithm, 36 frames of the calibration object are recorded with a studio camera in CIF resolution from different viewing
positions without changing zoom or focus. The internal camera parameters are thus
constant. As shown in Fig. 3.11, the object is not fully visible in all frames.
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Figure 3.10: Average absolute error of the estimated internal and external camera parameters
for test objects of varying accuracy. Aspect ratio a and height angle ϕheight are specified relative
to their mean ā = 43 and ϕ̄height = 0.5, respectively.

From these images, both internal and external camera parameters are estimated. The
internal camera parameters being determined in this experiment are the aspect ratio a,
the height angle ϕheight and one radial lens distortion parameter κ1 . Since the correct
values are not known, the standard deviations of the common parameters are used as an
indicator for the accuracy. Fig. 3.12 shows how the deviations in the internal parameters
decrease if more views of the object are used simultaneously. The first bar in this figure
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Figure 3.11: Frames of the test object from different viewing positions.
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Figure 3.12: Standard deviation of the internal camera parameters for different numbers of
frames used simultaneously in the estimation.

refers to the case when each frame is estimated independently of the others whereas the
following bars correspond to the case of multiple frame calibration. Using all 36 frames
simultaneously leads to an aspect ratio of a = 1.34, a height angle ϕheight = 0.66, and lens
distortion given by κ1 = 0.18. This experiment indicates that all available views of a test
object should be jointly exploited since not only consistent internal camera parameters
are obtained but also their accuracy increases.
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Estimation of Photometric Properties

In computer vision, most algorithms for the determination of corresponding points in
image pairs make use of the brightness constancy assumption [Hor86]. The motion and
camera parameter estimators described in the previous chapters also exploit the optical flow constraint (3.11) which implicitly requires that all object points show the same
brightness in two successive video frames. However, this assumption is only approximately
valid, or, in some cases, not at all. Obviously, if the lighting in the scene changes, we
no longer find the same brightness at corresponding object points. But also if the orientation of the object surface relative to a light source or to the observer changes due to
object motion, brightness is in general not constant. On the contrary, intensity changes
due to varying illumination conditions can dominate the effects caused by object motion
[Pen91, Hor86].
Especially in a model-based estimation system containing an analysis-synthesis loop
as shown in Fig. 3.2, the consideration of photometric effects is important. In this case,
the motion estimation is not performed between two successive video frames recorded
in a short time interval, but between a video frame and a synthetic frame generated
by rendering 3-D models. The models, however, are typically acquired under different
illumination conditions. Therefore, the synthetic model frames show significant deviations
from the video frames if the model is not permanently updated which would require large
additional bit-rates for the transmission.
To ensure a robust motion estimation in an analysis-synthesis system without spending
high bit-rates for model updates, the effects caused by illumination can be considered in
the virtual scene by adding models for light sources and surface reflections. By estimating
both object motion and lighting changes, the model frames can approximate the camera
frames much more accurately, while requiring only a small set of additional parameters
for the description of the photometric effects.
In this work, an algorithm for the estimation and compensation of illumination effects
is presented making explicit use of the 3-D scene models which provide information about
geometry and surface normals. The method is similar to the one proposed by Stauder
[Sta95, Sta98], where the intensity of ambient and directional light as well as the illuminant direction are determined from two successive frames using non-linear optimization.
In contrast, the algorithms described in this thesis estimate the illumination differences
between model and camera frames in an analysis-synthesis loop. Since the computer
model can be acquired under controlled lighting situations, a linear and fast algorithm
is obtained that robustly estimates the illumination parameters even if the conditions do
not change between two successive video frames.
In the next section, the algorithms for the parameter estimation of light source and
surface reflection models are described. First, a simple scenario based on Lambert re-
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flection is presented that is then extended to descriptions with more degrees of freedom.
Experiments finally show that even simple photometric models can significantly improve
the quality of the model frames and thus the accuracy of the motion estimates.

3.3.1

Lambertian Reflection

Modeling and estimating all effects caused by the interaction of light with the entire
scene is extremely complex. Moreover, in model-based image analysis, only projections
of the scene are available which requires the estimation of photometric properties from
2-D images. In order to keep the computational complexity feasible, simple models are
used for light sources and surface reflection. In particular, the focus is on local parametric
illumination models which can describe the dominant shading effects but do not consider
the influence of other objects and their interaction with the scene illumination.
In the first illumination scenario investigated, the incident light in the original scene
is assumed to be composed of ambient light and a directional light source with illuminant
direction l. The object surface is modeled by Lambertian reflection [WS82, Hor86]. Given
these parameterized models describing light source and reflection properties, model frames
can be rendered with variable illumination by adapting the various parameters. Since the
aim is to reduce differences between camera and synthetic model frames, an illumination
model is derived which relates the video frame intensities I to the corresponding values
Itex of the synthesized frame where the colors originate from the 3-D model’s texture map.
In order to allow the use of linear lighting models, the non-linear G-predistortion applied
0
in the camera [Poy93] has to be inverted according to (A.14) resulting in I 0 and Itex
before
estimating the photometric properties. Assuming that the texture map of the 3-D object
model is acquired under ambient light, the relation is given by
0R
R
I 0R = Itex
(cR
amb + cdir · max{−n · l, 0})
0G
G
I 0G = Itex
(cG
amb + cdir · max{−n · l, 0})
0B
B
I 0B = Itex
(cB
amb + cdir · max{−n · l, 0}),

(3.27)

C
with cC
amb and cdir controlling the relative intensity of ambient and directional light, respectively [EG98b]. The surface normal n is directly computed from the 3-D model. The
use of independent parameters for each color channel C ∈ {R, G, B} of the tristimulus
images [WS82] also allows the modeling of colored light sources. The Lambertian model
is applied to all three RGB color components separately, with a common direction of the
incident light. The equations (3.27) thus contain 8 parameters (6 for the light source intensities and 2 specifying the normalized illuminant direction) characterizing the current
illumination. Once these parameters are estimated, the brightness differences of corresponding points in the synthesized frame and the camera frame can be compensated for
by applying (3.27) to all pixels of the model frame containing the object of interest. If the
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parameters cC
dir for the directional light are zero, the lighting situation is reduced to simple
ambient illumination and the final image intensity is obtained by scaling the intensity of
the texture map appropriately. In Fig. 3.13, a block diagram is shown illustrating the
illumination estimation and compensation process.
camera
frame
IC

model
frame

l̂

illumination
compensated
model frame

C
Itex

( )G

( )G
I 0C

1

( )G

0C
Itex

determine l
according to
(3.28)

compensate
0C using
Itex
(3.27)

l
determine
cC
C
cC
amb and cdir amb
using (3.29) C
cdir

l
cC
amb
cC
dir

Figure 3.13: Illumination estimation and compensation scheme.

In order to adapt the illumination in the virtual scene, the 8 illumination parameters
have to be estimated for each camera frame. However, the non-linear maximum function in
(3.27) complicates their determination. Since the entire image information is exploited for
the estimation, a linear solution is desirable to arrive at a fast and robust estimator. The
non-linearity in (3.27) can be removed easily by excluding object points not illuminated
by the light source. This is possible since all object pixels contribute three equations
and the resulting system of equations is highly overdetermined. The illuminated object
points are determined by testing the condition −n · l̂ > Φ, with l̂ being the illuminant
direction from the previous video frame. The positive threshold Φ excludes equations
corresponding to the object silhouette visible from the light source direction and allows
a certain variation of l between the two frames without violating the maximum function
in (3.27). But even for extreme changes of the illuminant direction as, e.g., for the first
frame of a sequence where l̂ = [0 0 − 1]T is assumed, the algorithm converges very
rapidly in the analysis-synthesis loop as shown in Section 3.3.4.
The unknown parameters in the resulting equations are still non-linearly coupled since
the illuminant direction is common to the three equations in (3.27). Fortunately, the
estimation process can be divided into two linear problems which can be solved by an
LS-estimator. First, the illuminant direction l is determined and, in a second step, the
C
remaining photometric properties cC
amb and cdir are computed.
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For the estimation of the illuminant direction l, each component in (3.27) is divided
0C
by its corresponding intensity value Itex
of the model frame and the three equations are
summed up. A system of equations with system matrix C and the four unknowns camb ,
cdir lx , cdir ly , and cdir lz is obtained


[1 − nx − ny

|

{z
C



− nz ] 

}


camb
cdir · lx
cdir · ly
cdir · lz




I 0R
I 0G
I 0B

 = 0R + 0G + 0B

Itex Itex Itex


(3.28)

G
B
which is solved in a least-squares sense. The two values camb = cR
amb + camb + camb and
G
B
C
C
cdir = cR
dir + cdir + cdir represent the sum of the actual unknowns camb and cdir and are not
used for further processing. Since (3.28) contains quotients of intensities, the LS-estimator
minimizes only the relative intensity differences instead of the absolute differences between
the camera image and the model frame. The error measure is therefore modified by using
0R
0G
0B
a weighted least-squares estimator with weights Itex
+ Itex
+ Itex
.
In order to determine the single components of ambient and directional light intensity
for each color channel, a second estimation step is necessary. Given the illuminant direction l from the previous estimation, three independent systems of linear equations can be
C
set up for the remaining unknowns cC
amb and cdir



0C
Itex



cC 
· [1 R(n)]  amb
= I 0C
C
cdir

(3.29)

that can again be solved with low complexity in a least-squares sense. The use of a nonC
negative least-squares estimator (NNLS) [LH74] constrains the coefficients cC
amb and cdir
to positive values. The reflectance R(n) = max{−n·l, 0} is calculated from the previously
determined illumination direction and the surface normals from the 3-D model. This way,
all parameters are linearly determined with low computational complexity by solving one
system of equations with four unknowns and three systems with two unknowns. The
resulting parameters are then used for the compensation of the illumination differences
between the camera images and the synthetic images using (3.27) with the appropriate
non-linear mapping (A.14) to account for G-predistortion.

3.3.2

Higher Order Reflection Models

The previous model can describe Lambertian surfaces illuminated by ambient and directional light. Even if most real objects do not have Lambertian reflection characteristics,
the dominant differences between synthetic and real video frames caused by illumination
can be compensated for. They can be further reduced by applying more sophisticated reflection models with more degrees of freedom. A simple extension to the above-mentioned
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approach is to model the reflectance R with higher order polynomials of the surface normals [EG97a]. Since the surface normals are known from the 3-D model, the algorithm
for the parameter estimation remains linear.
The estimation of higher order reflection functions is performed in a similar way as
for the Lambertian reflection. The additional degrees of freedom are added by extending
(3.28) which is linear in the surface normal components by polynomials of nx , ny , and nz .
The number of unknowns and thus the number of degrees of freedom increases with the
order of the polynomials. Since the surface normals are normalized (n2x + n2y + n2z = 1),
not all possible combinations of normal components have to be considered. Using second
order polynomials leads to the following system matrix C that replaces C in (3.28)
C = [1 − nx − ny − nz − n2x − n2y − nx ny − ny nx − nz nx ].

(3.30)

The extended system of equations has 9 unknowns while 3rd order approximation of the
reflectance function results in
C = [1 − nx − ny − nz − n2x − n2y − nx ny − ny nx − nz nx
−n3x − n3y − n2x ny − n2x nz − n2y nx − n2y nz ]

(3.31)

with 15 unknowns, respectively. These unknowns are determined in the same way as for
(3.28) with a weighted LS-estimator. The estimation of ambient and directional light
C
coefficients cC
amb and cdir directly follows the Lambertian approach (3.29).

3.3.3

Reflectance Map

Another way of increasing the number of degrees of freedom (DOF) specifying the reflection properties of a surface is the use of reflectance maps which are sampled representations
of the reflectance R(n) as a function of two degrees of freedom specifying the surface orientation n. Thus, the computation of the reflection function is reduced to a simple table
∂z
∂z
lookup. Usually, the surface gradients p = ∂X
and q = ∂Y
are used to parameterize the
map [Hor86] according to
R(n) = R(p, q)

with

[−p − q 1]T
n= √
.
1 + p2 + q 2

(3.32)

This is especially beneficial in shape-from-shading algorithms [HB89, ZC91] where no
explicit geometry information is available. Since explicit surface normals can be derived
from the 3-D models, the discrete map entries are here represented as a function of the
two surface normal components nx and ny . This way, a finite range of the arguments
(−1 ≤ nx , ny ≤ 1) is obtained and, assuming an equidistant quantization of the two
arguments, the reflectance R(n) is more accurate for object parts facing the camera while
the traditional approach shows a denser sampling at the object boundaries.
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If a reflectance map for each color channel C ∈ {R, G, B} is given, the synthetic model
frame can be adapted to the current lighting situation by determining the surface normal
for each pixel and multiplying the intensity value by the corresponding table entry
0C
I 0C = Itex
· RC (nx , ny ).

(3.33)

In the experiments, bilinear interpolation is used to interpolate the reflectance for normal
directions that do not directly coincide with the elements of the map.
For the estimation of reflectance maps, (3.33) is solved for the unknown map entries
RC (nx , ny ). For nearest neighbor interpolation, the pixels can easily be classified according
to their normals and each entry of the reflectance map is estimated independently of the
others. Higher order interpolation leads to a coupling of the unknowns and a linear system
of equations has to be solved. Fortunately, the resulting matrix to be inverted is banded
and sparse and thus efficient algorithms for the inversion are available [GL83].
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Figure 3.14: Estimated reflectance R(n) for the different approaches. a) Lambert reflection, b)
2nd order reflection, c) 3rd order reflection, d) reflectance map of size 19 x 19.

Fig. 3.14 d) shows a reflectance map estimated from a video frame of a head object
mainly illuminated from the right. For comparison, the reflectance of the surface obtained
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from the Lambertian approach and the higher order models is also illustrated in Fig. 3.14.
As the number of model parameters increases, the principal shape of the function approximates that of the reflectance map. The reflectance map, however, exhibits more noise
since less measurements can be exploited for the determination of each unknown.

3.3.4

Experiments

The capability of the discussed reflection and lighting models to describe the illumination
situation in a scene is illustrated in the next experiments. In a first experiment, 10 images
of an artificial head object are recorded with a video camera. For each frame, the lighting
scenario is altered significantly as shown in the upper row of Fig. 3.15. The internal and
external camera parameters and thus the position and orientation of the object are determined with the model-based camera calibration approach of Section 3.2.2. In addition,
the object is scanned with a 3-D laser scanner providing texture and shape information.
The 3-D model created from the scan is placed into the virtual scene according to the calibration data and model frames are rendered showing a homogeneously illuminated head.
From the model and the camera frames, the parameters of the reflection and lighting
models are estimated and then used to adapt the illumination in the virtual scene to the
real one. Fig. 3.15 shows 4 model frames after compensation with the 2nd order reflection
model of Section 3.3.2. Even with this quite simple model, the dominant shading effects
are reproduced correctly.
The performance of the different approaches are compared in Table 3.4. The parameters of all reflection and lighting models are estimated for all frames and the synthetic
frames are shaded appropriately. The resulting model frames are compared with the original frames in terms of PSNR measured inside the object area. The black background
is excluded from the measurement. Table 3.4 shows the resulting PSNR for the different approaches averaged over all frames. Even for the Lambert reflection model, the
ambient Lambert 2nd order 3rd order refl. map
DOF
PSNR
∆PSNR

3
19.3 dB
0.0 dB

8
25.7 dB
6.4 dB

13
26.4 dB
7.1 dB

19
27.0 dB
7.7 dB

363
27.3 dB
8.0 dB

Table 3.4: Average reconstruction quality after illumination compensation with different approaches having different numbers of parameters (DOF). ∆PSNR specifies the reconstruction
gain relative to the ambient illumination case.

reconstruction quality increases by more than 6 dB compared to the case of ambient illumination where the 3 color channels of the image are simply scaled. As the number of
parameters to describe the photometric properties in the scene increases, higher gains of
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Figure 3.15: Upper row: video frames of an artificial head object illuminated in different ways,
lower row: corresponding model frames after lighting adaptation with 2nd order reflection model.

up to 8 dB are obtained. For the reflectance map experiment, a map size of 11 × 11 and
bilinear sample interpolation for both estimation and compensation are chosen.
As mentioned in Section 3.3.1, an estimate of the illumination direction from the previous frame is necessary to determine the illuminated surface points, each contributing a
linear equation (3.28). However, even if this information is not available or the illumination direction changes rapidly, the estimation algorithm converges quickly as demonstrated in the following experiment. 100 synthetic frames are rendered that are shaded
using the Lambert reflection model and light sources illuminating the scene from different
C
directions. All ambient and directional light coefficients cC
amb and cdir are set equal to 0.5.
The two values lx and ly of the illuminant direction are randomly selected using a uniform distribution in the permissible parameter range. For the estimation, the illuminant
direction is initialized with l = [0 0 − 1]T which results in an average deviation of 46.3◦
from the correct value. The maximum angle that may occur is 90◦ . The illuminant direc-
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tion is then estimated as described in Section 3.3.1 and again compared with the original
vectors. As shown in the first row of Table 3.5, two iterations in the analysis-synthesis
loop are sufficient to compensate also for large changes in the illuminant direction. After
the third iteration, no further changes are observable. If the maximum angle between the
correct illuminant direction and the initial value is less than 45◦ or 30◦ , respectively, the
convergence is even faster as illustrated in the lower two rows of Table 3.5.
initial error 1st iteration 2nd iteration 3rd iteration 4th iteration
|lz | ≤ cos(90◦ )
|lz | ≤ cos(45◦ )
|lz | ≤ cos(30◦ )

46.3◦
30.3◦
20.1◦

6.3◦
1.5◦
0.2◦

0.06◦
0.05◦
0.03◦

0.02◦
0.02◦
0.02◦

0.02◦
0.02◦
0.02◦

Table 3.5: Absolute error of the estimated illuminant direction averaged over 100 frames. The
error calculated after different iteration steps represents the average angle between the correct
and the estimated vectors.

In the next experiment, a real world video sequence consisting of 50 frames is recorded.
The illumination setup is held constant during the acquisition but the head object rotates
around its y-axis leading to varying shading effects at the object surface. Fig. 3.4 a)
depicts the first frame of this sequence that is used to estimate the illumination differences
between the synthetic and the real scene. The resulting illumination parameters are then
used to compensate all following frames of the video sequence. PSNR between the model
and the camera frame is computed for the facial area of the images. Table 3.6 shows
the average reconstruction quality for the different approaches. Even for this experiment,
ambient Lambert 2nd order 3rd order refl. map
PSNR
∆PSNR

23.2 dB
0 dB

29.3 dB
6.1 dB

30.1 dB
6.9 dB

30.5 dB
7.3 dB

30.1 dB
6.9 dB

Table 3.6: Average reconstruction quality of the model frames shaded with different reflection
models.

which does not contain extreme lighting situations, a gain of 6 to 7 dB in PSNR is observed
compared to the ambient lighting case. The reflectance map approach with a table size of
11×11 and thus 363 degrees of freedom shows a slightly inferior performance than the 3rd
order reflection model. For sizes larger than 15 × 15 corresponding to 625 unknowns, the
reflectance map slightly outperforms the 3rd order model having 19 degrees of freedom.
The reconstruction quality as a function of the the size of the reflectance map is depicted
in Fig. 3.16.
Finally, the approach for the estimation of photometric properties is integrated into
the motion estimation framework. The same experiment as described in Section 3.1.4 is
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Figure 3.16: Average reconstruction quality for different sizes of the reflectance map.

performed but now both motion and illumination parameters are estimated alternately
in the hierarchical analysis-synthesis loop shown in Fig. 3.2. From 50 calibrated video
frames with constant illumination, the motion parameters are estimated and compared
with the original ones. Fig. 3.17 shows the average absolute error of the six rigid body
rotation [°]

translation [mm]
3

0.3

Lambert
ambient
0.25
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2
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0.1
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Figure 3.17: Absolute motion estimation error averaged over 50 frames. The two cases for
simple motion estimation assuming ambient illumination and combined motion and illumination
estimation (Lambert reflection) are shown.

motion parameters. When using a Lambertian reflection model together with ambient
and directional light, the error of all parameters is reduced compared to the case of
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simple ambient illumination that is also shown in Table 3.2. Especially for the sensitive
translation parameter in z-direction, the error is almost reduced by a factor of 2. The use
of reflection models with more degrees of freedom, however, does not lead to significant
further improvements for the estimated motion parameters. In Chapters 4 and 5 which
are related to the coding of video sequences, the Lambertian approach is therefore chosen
since it provides a good tradeoff between reconstruction gain and the bit-rate needed to
encode all model parameters.
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Estimation of Facial Expressions

The rigid body model of the previous sections is well suited to describe the motion of
simple objects or the relation between a moving camera and a static scene. However, many
real-world objects, e.g. a human head, show more complicated motion characteristics due
to deformation of their flexible surface. For the description of such objects, additional
degrees of freedom in the motion models are required. Since this thesis deals with the
encoding of head-and-shoulder video sequences, the rigid body approach is extended to
enable the analysis and synthesis of flexible objects and, in particular, the head-andshoulder part of a person. Especially the human face shows a wide variability of different
local deformations caused by facial expressions that have to be modeled accurately to
achieve a natural appearance.
In this section, the 3-D head model is presented which is employed in this work to
represent shape and color and thus the appearance of a person in a video sequence.
The model can be animated and deformed in order to show facial expressions that are
specified by a set of facial animation parameters (FAPs) similar to the MPEG-4 definition
[MPG99]. Although both synthesis and analysis of animation parameters are described in
the context of head-and-shoulder sequences, arbitrary objects can be handled in the same
way without changing the estimation algorithm. Only shape, color, and the parameters
for the motion description must be adapted to the individual object.
Given the 3-D representation of an object, a model-based estimator is derived which
robustly determines facial animation parameters and thus 3-D motion and deformation
from a single 2-D camera view. In contrast to the approaches found in literature that
are discussed in Chapter 2, the proposed algorithm allows the simultaneous estimation
of both global and local motion and uses a uniform representation for rotational and
translational motion. Hence, complex motion characteristics are efficiently represented
and uniformly estimated in a linear, low-complexity framework. The use of a linear LSI
estimator [LH74] for the determination of the FAPs allows a restriction of the parameter
range and thus increases the robustness of the estimation. Similar to the rigid body case,
the algorithm is embedded in a hierarchical analysis-synthesis loop in order to compensate
for linearization errors and to allow larger motion vectors between two successive frames
of an image sequence. The consideration of photometric properties and the additional
estimation of internal camera parameters are identical to the rigid body case.
This section is organized as follows. First, the underlying head model is described in
Section 3.4.1, since the estimation results strongly depend on the object representation.
The emphasis is given to those components of the model that differ from most other head
models found in the literature. The linear motion constraints which restrict the facial
motion to plausible expressions are shown in Section 3.4.2. Section 3.4.3 finally describes
the model-based estimation framework that combines information from the optical flow

3.4. Estimation of Facial Expressions

51

with explicit model information. Parts of this chapter have already been published in
[EG97b, EG98a].

3.4.1

3-D Head Model

In this section, the head model used in the experiments for facial expression analysis is
briefly described. The generic model possesses a fixed topology which allows the modeling
of different people with the same representation of facial expressions. Only shape and color
have to be adapted to an individual person. The shape of the facial surface is described
by triangular B-splines to simplify the modeling of facial expressions. To reduce the
computational complexity of rendering, the B-splines are only evaluated at fixed discrete
positions of the surface resulting in a triangle mesh that is controlled by a small set of
control points. Eyes, hair, and the interior of the mouth are modeled similarly with
additional triangles. The polygonal mesh is colored by mapping texture onto the surface
to obtain a photorealistic appearance of the model.
3.4.1.1

Surface Modeling with Triangular B-Splines

The representation of curved objects with polygonal meshes usually results in a large
number of polygons and triangles. If such an object is deformed, many vertices have to
be moved appropriately. In the case of human head modeling, several basic surface transformations, each corresponding to a facial animation parameter, are successively applied
to the mesh to obtain the desired facial expression. However, the multiple transformation
of several thousands of vertices in real-time imposes high demands on the computational
power. Moreover, defining a set of transformations for each vertex that describes how it
moves if a certain animation parameter is altered, requires a lot of effort.
Fortunately, the face of a person has a smooth surface and facial expressions result in
smooth movements of surface points due to the anatomical properties of tissue and muscles. These restrictions on curvature and motion can be exploited by splines which satisfy
specific continuity constraints and thus reduce the number of degrees of freedom for the
surface representation. A hierarchical scheme is obtained where changes of facial animation parameters only affect a small set of spline control points reducing computational
complexity for the transformations and simplifying the modeling of facial expressions.
Given the new control point positions, the locations of all vertices are determined using
the precomputed basis functions of the splines.
Despite the above-mentioned advantages, only few published approaches exploit
splines to represent the shape of a head model [FB88, HFG94, IC96]. These approaches
have in common that the splines used for modeling the facial skin are defined on a rectangular topology. In contrast, the head model used in this work is based on triangular
B-splines [GS93]. This spline scheme uses triangular patches as basic elements which
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allows an easy refinement of areas that exhibit higher curvature while still preserving the
following interesting properties of rectangular B-splines
• smoothness:
B-splines of order n are C n−1 -continuous. In this work, second-order splines are
used leading to C 1 -continuity of the surface.
• local control:
Movement of a single control point influences the surface only in a local neighborhood which simplifies modeling of facial expressions.
• affine invariance:
Affine transformations of the spline surface, e.g., rotation and translation, can be
realized by applying the same transformations to the control points. Facial movements can therefore be defined on the small set of control points instead of applying
the transformations to all vertices.
To obtain a similar surface deformation behavior for head models representing different
people, a generic 3-D model with fixed spline topology is used. 101 triangular B-patches
[GS93] as illustrated in Fig. 3.18 a) represent the facial surface. Parts of the head’s
backside and the non-facial area which undergoes no deformation are described by planar
triangles. The actual shape of the spline surface is defined by the location of the 231
control points shown in Fig. 3.18 c). These control point positions and the texture must
be modified in order to meet the shape and color characteristics of an individual person
while the patch and control point topology is not altered.
In order to reduce the computational complexity of rendering, the B-splines are only
evaluated at fixed discrete positions of the surface. These points form the vertices of a
triangle mesh that approximates the smooth B-spline surface. The number of vertices and
thus triangles can be varied to trade approximation accuracy for rendering complexity.
Fig. 3.18 b) shows an example of a polygonal approximation with 16 triangles per patch.
The position of a vertex vj is directly determined by a small set of neighboring control
points ci via the linear relation
X
vj =
Nji ci .
(3.34)
i∈Ij

The corresponding basis functions Nji which satisfy
X

Nji = 1

(3.35)

i∈Ij

are constant for a specific spline subdivision and can be computed offline [GS93], independently of the actual shape of an individual. The index set Ij usually contains 3 to 6
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b)

c)

Figure 3.18: a) topology of the triangular B-spline patches, b) individually adapted triangle
mesh used for rendering and motion estimation, c) control points specifying the shape of the
textured surface.

indices for the control points that influence the position of vertex vj . The computation
of surface normals from control point positions is performed in a similar way but with a
different set of basis functions [GS93, PS94].
The model-based motion estimation requires the determination of arbitrary surface
points. Since the mesh is only defined at discrete vertex positions, the surface between
these points is approximated by planar triangles. The 3-D points x located on the triangle
surface are determined by their barycentric coordinates λi (x) [FvDFH90] according to
x=

X

λi (x)vi

with

i∈I

X

λi (x) = 1.

(3.36)

i∈I

The index set I contains the indices of the three corner vertices vi of the triangle. The
corresponding surface normals are also linearly interpolated
n(x) =

X

λi (x)ni

(3.37)

i∈I

using Phong shading [Pho75].
3.4.1.2

Eyes

To represent the eyeballs in a head model, polygonal hemispheres are often used [Par82,
PW96] which can be rotated to simulate eye movements. Since a graphical representation
of spherical objects usually requires a large number of primitives slowing down rendering,
only the visible front part of the eyes is modeled here. A common triangle mesh for
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both eyes and skin is used with no shape discontinuity at the eye borders. Instead of
moving the eyeballs three-dimensionally to show eye movements, the vertex positions
remain fixed and the texture coordinates for the eyes are changed appropriately. This is
possible because the shape of the eye surface does not change if the gaze is altered.
Both approaches have the disadvantage that there is a sudden jump in color between
the white eyeball and the skin color that looks very unnatural. In reality, the transition between the face and the moving eyeball is much smoother due to the shading and
shadowing effects of the eyelashes. Modeling the eyelashes with polygons would require
an enormous amount of primitives. For the head model described in this context, the
shading effects are therefore not modeled by adapting the shape but the texture. A second surface is closely laid upon the eye surface and modulates the underlying moving eye
texture. The eyeballs are assumed to be perfectly white except for the iris. All deviations
from white are modeled by the additional modulating texture that represents the shading
effects. The final color of the eyes is derived by multiplying both textures according to
R
R
I R = Itex,shade
· Itex,eye
G
G
I G = Itex,shade
· Itex,eye
B
B
I B = Itex,shade
· Itex,eye
.

(3.38)

The modulating texture Itex,shade in this equation is fixed to the outer parts of the eye
while the eye texture Itex,eye moves if the gaze is changed. In the implementation, the
multiplication of both textures is realized by alpha blending that is supported in hardware
by most of today’s graphic cards. Fig. 3.19 shows the eye movements with and without
blending. The differences in rendering the eyes and the remaining face have to be considered for a correct estimation of eye movements. The incorporation of the blending in the
motion estimator is described in Section 3.4.3.
Similar to the representation of shading effects in the eyes, it is possible to model
wrinkles in the face without noticeably increasing the number of triangles and thus slowing
down rendering. By changing the alpha value, the predefined wrinkles can smoothly
appear and vanish again.
3.4.1.3

Hair Modeling

The modeling of hair is a difficult task due to its fine structure and the complex reflection
properties. Most attempts to represent hair accurately are computationally very demanding. To obtain a realistic-looking appearance without a significant increase in rendering
complexity, the hair is modeled in this work using a technique called billboarding [HS93]
that is, e.g., used to represent trees in real time computer graphics systems like flight simulators. Instead of accurately describing the complex geometry with polygons, a simple
textured plane is fit through the head as shown in Fig. 3.20. All texels referring to the
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a)

b)

a)

b)
Figure 3.19: Modeling of eye movements, a) with blending, b) without blending.

Figure 3.20: Plane used to model hair.

hair if viewed from a certain viewing direction are colored appropriately; the remaining
texels are set to be transparent. The color information for this additional plane can be
directly taken from a video frame since the internal camera parameters specifying the
perspective projection are known from the virtual scene. This way, the silhouette of the
hair is accurately recovered if the viewing direction is not changed too much. Otherwise, multiple planes can be used to obtain a natural appearance for arbitrary viewing
directions. Fig. 3.21 shows some results obtained with this technique.
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Modeling of Facial Expressions

Once a 3-D head model is available, new views can be rendered by rotating and translating
the 3-D object. For the synthesis of facial expressions, the object surface must also be
deformed which requires additional degrees of freedom. These deformations are specified
by a set of facial animation parameters based on the MPEG-4 standard. A description
of the FAPs used by the head model can be found in Appendix B. A set of K facial
animation parameters combined in the vector
FAP = [F AP 0 F AP 1 . . . F AP k . . . F AP K−1 ]T

(3.39)

completely describe a facial expression in combination with the 3-D head model. Changes
of FAPs influence the shape and therefore the facial expression of the 3-D head model.
The relation between a parameterized facial expression and the surface shape is defined
by a set of transformations applied to the control points of the B-spline surface. The final
control point position ci is obtained by sequentially concatenating all transformations,
each associated with one FAP, according to
ci = TF AP K−1 (. . . TF AP 1 (TF AP 0 (c0,i ))),

(3.40)

with c0,i being the initial control point location corresponding to a neutral expression
of the person. Each transformation describes either a translation or a rotation that is
quantified by the parameter F AP k



TF AP k (ci ) = 

ci + mki · F AP k
translation,
k
k
RF AP k (ci − o ) + o rotation.

(3.41)

In case of a translation, the control point ci is moved in the direction mki by the amount of
|mki | · F AP k . For rotational movements, the control point ci is rotated around the origin
ok as specified by the rotation matrix RF AP k . RF AP k as given by (A.3) is determined by
a fixed rotation axis Ωk and a variable rotation angle Θk = sk · F AP k , with sk being an
appropriate scaling factor to adjust the range of the parameter F AP k .
To generate facial expressions specified by a set of FAPs, the transformations are
computed and sequentially applied to the control point positions. Given the control
point locations, the position of the vertices and thus the shape of the triangular mesh
follow directly from (3.34). Since all transformations are applied in a fixed local object
coordinate system, the resulting facial expression is not independent from the order of
the transformations. For the rendering of new expressions, the neutral head model is first
deformed locally and then global head rotation and translation are applied. Fig. 3.21
shows some synthetically generated expressions for the head model described in Section
3.4.1.
As mentioned before, the use of splines to describe the object surface simplifies the
modeling of facial expressions. The 3-D motion constraints of the model which specify
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Figure 3.21: Different facial expressions generated by deforming the surface of a 3-D head model.

how the object can be moved or deformed are parameterized by mki , RF AP k , and ok . Since
the transformations (3.41) are applied to the small set of control points instead of using
the much larger vertex set, fewer parameters have to be created and stored in the model
to specify its motion characteristics. The hierarchical computation of vertex positions also
reduces the complexity of the computation of surface deformations. The computational
demanding transformations (3.41) have to be performed only for the control points and
the final vertex positions are derived from the control point positions using the simple
spline relation (3.34). For the described head model with 46 FAPs, 231 control points, and
a B-patch subdivision into 16 triangles, the number of operations (measured in floating
point multiplications and additions) needed to deform the surface is, e.g., reduced by a
factor of 5.4 compared to the case when no splines are used.

3.4.2

Motion and Deformation Model

Following the rigid body motion estimation approach of Section 3.1, the algorithm for
the estimation of facial expressions exploits knowledge from the 3-D model to robustly
estimate changes of motion parameters between two successive frames I1 and I2 of a
video sequence. In this section, a motion and deformation constraint is derived from
the head model that restricts the possible displacement field in the image plane caused
by facial motion and expressions. In order to reduce the computational complexity of
the optimization in the high-dimensional parameter space, the constraint is linearized
in the parameters to be determined. Unlike most approaches found in literature [LF94,
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CAHT94, BYJ97], no distinction between motion and deformation or global and local
motion is made, allowing a combined estimation of both parameter classes in a unified
framework.
The flexible body motion constraint for head-and-shoulder scenes exploits knowledge of
the 3-D head model that restricts the possible deformations in the face to facial expressions
being controlled by a set of FAPs. Thus, the motion of any surface point can be described
by a function of the unknown FAPs. Following the description of Section 3.1.1, a motion
constraint is set up for each 3-D surface point. Instead of the 6 parameters specifying a
rigid body motion, a much larger number of FAPs are considered.
In order to obtain the 2-D motion constraint, all transformations applied to generate a
synthetic image from a given set of FAPs must be considered. These cascaded transformations are shown in Fig. 3.22. Given a set of FAPs defining a certain facial expression, the
control
points

FAPs

triangular
B−splines

3−D model
FAPk

ci

3−D surface
points

vertices

linear
interpolation
vj

2−D image
points
perspective
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x

X

Figure 3.22: Transformations from FAPs to image points.

corresponding 2-D model frame is created by first placing the control points ci in order
to shape the B-spline surface. Using the basis functions of the B-splines, the algorithm
computes the position of the vertices vj from the control points. The 3-D location of
an arbitrary object point x on the triangle surface is specified by its barycentric coordinates. Finally, the 2-D object points X in the model frame are obtained by projecting
the 3-D points onto the image plane.
In the motion and deformation constraint, all these transformations are specified relatively between two frames I1 and I2 to allow a combination with image information
from two frames in the estimation process. The facial expressions in these frames are
defined by the sets of facial animation parameters FAP1 and FAP2 , respectively. If an
d for the values FAP to be estimated is available, a motion and deformaestimate FAP
2
2
tion compensated synthetic frame Iˆ2 can be rendered and the facial expression analysis
is performed between the two frames Iˆ2 and I2 . As a result, the motion and deformation
constraint is a function of relative FAP changes
d .
∆FAP = FAP2 − FAP
2

(3.42)

The relation between the control point position ci of frame I2 and the position ĉi of the
synthetic model frame Iˆ2 is established using (3.40) and (3.41). To obtain the new control
point coordinates, the inverse transformations of the previous frame T −1 0 , . . . , T −1 K−1
Fd
AP 2

Fd
AP 2

must be applied in descending order, followed by the transformations of the current frame

3.4. Estimation of Facial Expressions

59

TF AP20 , . . . , TF AP K−1 in ascending order
2

ci = TF AP K−1 (. . . TF AP20 (T −1 0 (. . . (T −1
Fd
AP 2

2

Fd
AP 2

K−1

(ĉi ))))).

(3.43)

This leads to a complicated non-linear expression that cannot be incorporated easily into
the parametric motion estimation framework. However, it may be assumed that the
rotation angles due to changes in the FAPs are relatively small between two successive
video frames. The rotation of a control point (3.41) around an axis with the direction Ωk
can then be approximated by a translation along the tangent
T∆F AP k (ĉi ) = R∆F AP k (ĉi − ôk ) + ôk ≈ ĉi + mki · ∆F AP k

(3.44)

mki = sk (Ωk × (ĉi − ôk )).

(3.45)

with
This results in a uniform description for both rotation and translation and allows the
simultaneous estimation of both global and local motion. The small error caused by the
approximation is compensated for after some iterations in the analysis-synthesis loop of
the motion estimator.
Combining all linearized transformations of (3.43) results in the desired function for
the control point motion
X
ci = ĉi +
∆F AP k m̂ki ,
(3.46)
k

with m̂ki being the 3-D motion-compensated direction vector mki of frame Iˆ2 .
Combination of (3.34) and (3.36) with (3.46) leads to the motion equation for an
arbitrary surface point
x2 = x̂2 +

X

tk ∆F AP k = x̂2 + T · ∆FAP,

(3.47)

k

where the tk ’s are the new direction vectors corresponding to the facial animation parameters which are calculated from m̂ki by applying the linear transforms (3.34) and (3.36).
T combines all direction vectors in a single matrix of size 3× K, with K being the number
of FAPs. ∆FAP is the vector of all FAP changes. The matrix T is derived from the
3-D model but has to be computed for each surface point independently. The 3-D motion
constraint (3.47) describes the change of the 3-D point location x2 −x̂2 as a linear function
of FAP changes ∆FAP.
Writing (3.47) for each component leads to
1
tx · ∆FAP)
x̂2
1
= ŷ2 (1 + ty · ∆FAP)
ŷ2
1
= ẑ2 (1 + tz · ∆FAP)
ẑ2

x2 = x̂2 (1 +

(3.48)

y2

(3.49)

z2

(3.50)
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with tx , ty and tz being the row vectors of matrix T. Dividing (3.48) and (3.49) by (3.50),
incorporating the camera model (A.15) and first order approximation yield
1
(fx tx + X̂2 tz )∆FAP
ẑ2
1
≈ − (fy ty + Ŷ2 tz )∆FAP.
ẑ2

dx = X2 − X̂2 ≈ −
dy = Y2 − Ŷ2

(3.51)

This equation serves as the 2-D motion constraint for the estimation of facial motion
changes between two frames Iˆ2 and I2 . The displacement field of the object given by
[dx dy ]T is described by a parametric model that is linear in the unknown facial animation
parameter changes ∆FAP. All other variables in the constraint can be directly computed
from the head model and the camera model.

3.4.3

Gradient-Based Facial Expression Analysis

In this section, the 2-D motion constraint is combined with information from image gradients for the robust estimation of facial animation parameter changes between two successive video frames. Since the motion and deformation model (3.51) uniformly describes
both global and local motion, no distinction between these two cases has to be made, and
all parameters can be estimated simultaneously. Due to the combined estimation of global
and local motion, the entire image information can be exploited. Since local deformations
affect the accuracy of rigid body motion estimation, areas of high activity, e.g., the eye
and the mouth area are often excluded during the determination of global head motion
[LF94, BYJ97]. This exclusion can be avoided in the approach described here.
The estimation of facial animation parameters (FAPs) is performed in a similar way
as the rigid body motion estimation. The motion and deformation constraint (3.51) is
combined with the optical flow constraint equation (3.11) yielding
1
ẑ2

Ã

!

∂ I¯
∂ I¯
(fx tx + X̂tz ) +
(fy ty + Ŷ tz ) ∆FAP = I2 − Iˆ2
∂X
∂Y
Af b · ∆FAP = b.

(3.52)

The average spatial gradients are computed in the same way as for the rigid body estimation
Ã
!
∂ I¯
1 ∂ Iˆ2
∂I2
=
+
.
(3.53)
∂X
2 ∂X ∂X
The interior of the eyes, however, must be treated differently, since the color in this
area originates from two independently moving textures that are blended according to
(3.38). This fact can be taken into account by exchanging the average gradients in (3.52)
corresponding to all FAPs describing eye movements (FAPs 0, 1, 2, and 3, see Section B)
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I2
∂ I¯
1  ∂ Iˆ2,tex,eye ∂ Itex,shade 
=
+
Itex,shade .
∂X
2
∂X
∂X

(3.54)

The spatial gradients in this area corresponding to other FAPs are again calculated following (3.53).
With (3.52), a linear and overdetermined system of equations is obtained that can
be solved for the unknown facial animation parameter changes ∆FAP with a simple
least-squares estimator. If only a subset of the FAPs is desired, the estimation can be
performed by removing the corresponding columns of matrix Af b .
To increase the robustness of the high-dimensional parameter estimation, the range of
the parameter space is restricted. Inequality constraints given by matrices F and F∆ and
vectors g and g∆ specify the permissible range for the FAPs
F · FAP2 ≥ g

(3.55)

or restrict the changes in the facial parameters between two successive frames
F∆ · ∆FAP ≥ g∆ .

(3.56)

Each row of the matrices F and F∆ contributes one inequality constraint which together
specify a convex parameter space. In the simplest case, the matrices F and F∆ are zero
except for a single 1 or -1 in each row, leading to an independent restriction of each FAP
k
F APmin
≤

F AP2k

k
≤ F APmax

k
k
∆F APmin
≤ ∆F AP k ≤ ∆F APmax
.

(3.57)

Such a parameter restriction is especially beneficial to describe anatomical restrictions,
e.g., to avoid a penetration of the upper and lower lips or to prevent the eyelids from
moving into the interior of the head if they are already fully open. In addition, dynamical
restrictions as, e.g., determined from anatomical properties of the face and the head model
[EDP94] can be specified. A limitation of ∆FAP is also of advantage when designing a
codebook for the encoding of these values.
The additional terms are incorporated in the optimization of the least-squares problem
in (3.52) using a least-squares estimator with inequality constraints (LSI) [LH74]. This
LSI minimizes |Af b · ∆FAP − b|2 subject to F · FAP2 ≥ g and F∆ · ∆FAP ≥ g∆
by projecting unconstrained solutions outside the permissible range onto the borders of
the parameter space. Since the algorithm requires a computation of a singular value
decomposition of Af b which has significantly more rows than columns, a considerable
speedup can be achieved using efficient algorithms designed for that case [Cha82].
The constrained facial animation parameter estimation is embedded in the same hierarchical analysis-synthesis framework as the rigid body estimator of Section 3.1.3. First, a
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rough estimate of the parameters is determined on subsampled images. Since the number
of equations for the reduced images is much lower, the computational complexity is comparably small. In addition, parameters not expected to change very much between two
successive video frames (some of the local deformation parameters) need not be estimated
on the coarse resolution levels. Given the FAP estimates, the motion and deformation
of the head model is compensated for appropriately and the remaining errors are then
iteratively removed in the analysis-synthesis loop using higher resolution images.
Thus, the algorithm for the estimation of FAPs is in compliance with the rigid body
motion estimation except for the underlying 3-D motion model that can describe more
sophisticated motion and deformation changes. Therefore, internal camera parameter
changes and changes in the illumination can be estimated in the same way as described
in Sections 3.2 and 3.3, respectively. Combining all algorithms allows the estimation of
the motion of multiple rigid and flexible bodies as well as scene illumination and camera
parameters from a single view. This also allows the virtual scene to be adapted to the
frame of the video sequence.

3.4.4

Experiments

In this section, experimental results are provided to demonstrate the accuracy of the
algorithm for the facial animation parameter estimation. Synthetic image data are used
in this context. Experiments applied on real image data and entire video sequences are
presented in the next section on model-based video coding.

a)

b)

c)

Figure 3.23: a) undistorted model frame, b) synthetic frame with additive noise, c) synthetic
frame with distorted control point positions.

In a first experiment, the 3-D head model shown in Fig. 3.23 a) is used to render 100
synthetic views with known facial animation parameter sets. The experimental setup is
the same as for the rigid body experiments described in Table 3.1 except for the number
of estimated parameters. In addition to the six rigid global motion parameters (FAP
numbers 40–45) that are varied as specified in Table 3.1, 12 FAPs (numbers 4, 10, 11, 12,
13, 19, 27, 28, 29, 32, 36, and 37) corresponding to local motion of the eyes, eyebrows,
lips and jaw are also changed for the generation of the model frames. The magnitude of
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the FAP changes are uniformly distributed such that the 3-D position of the vertices vary
in the range of ± 3 mm.
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Figure 3.24: Absolute error of the estimated motion parameters averaged over 100 frames of
a synthetic sequence with additive Gaussian noise (standard deviation 0, 2, 5, 10, 20, and 50,
respectively).

Normally distributed noise with variance σ (σ=0, 2, 5, 10, 20, and 50) is added to
the synthetic images as shown in Fig. 3.23 b) and the 18 facial animation parameters are
estimated for each frame. Three levels of resolution are used by the hierarchical algorithm,
starting with images of size 88 × 72 and ending with CIF resolution. On the lowest level,
only FAPs 4, 27, 40, 41, 42, 43, 44, and 45 are estimated, on the higher levels, all 18
parameters are determined simultaneously. A description of the individual FAPs can be
found in Appendix B.
Since the correct facial parameters are known, the estimated values can be compared
with the correct ones. Fig. 3.24 shows the absolute error for 11 of the 18 estimated
parameters averaged over all 100 frames. The results obtained for the other parameters
can be found in Table C.1. The error values correspond to the maximum deviation of
the estimated vertex positions from the original vertex positions measured in millimeters.
The magnitude of the additive zero mean noise is specified my means of the standard
deviation in image intensity. The results of the figure illustrate that the error of the
estimated parameters is in the sub-millimeter range even for large amounts of noise. In
the noise free case (σ = 0), the positional error is in the range of some 10 µm.
In a second experiment, the influence of small shape errors on the accuracy of the
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Figure 3.25: Absolute error of the estimated motion parameters averaged over 100 frames. The
frames of the sequence are rendered from a 3-D model with distorted control point positions.

estimated parameters is investigated. The FAPs are estimated for the same 100 synthetic
frames but the control point positions of the 3-D model are distorted by adding uniformly
distributed noise to the three coordinates. Such noise is introduced when the control
point positions specifying the shape of the 3-D model are quantized for encoding. Since
the surface of the 3-D head object is modeled by splines enforcing a smooth surface, the
distorted model does not look as noisy as the triangular mesh of the rigid body object
of Section 3.1.4, even for the same amount of noise. Rendering model frames with these
distorted models leads to images as depicted in Fig. 3.23 c). Fig. 3.25 shows the absolute
error for 11 of the 18 estimated parameters averaged over all 100 frames for different
magnitudes of control point distortions. The exact values for all parameters can be found
in Table C.2. These experiments show that small shape errors or roughly quantized control
point positions still allow an accurate facial expression analysis.

3.5

Chapter Summary

In this chapter, several methods for the estimation of 3-D model parameters from single
2-D video frames are presented. All approaches have in common that a hierarchical
analysis-synthesis loop is employed in order to match a synthesized model frame with
a real world camera frame. Knowledge of the 3-D models is exploited and combined
with information from the optical flow resulting in robust, linear, and low-complexity

3.5. Chapter Summary

65

algorithms. The main difference distinguishing the estimators from each other is the
underlying 3-D model and the corresponding parameter set that specifies either rigid
body motion, internal camera parameters, illumination parameters, surface deformations,
or facial expressions.
For rigid body motion estimation, the pose of the object can be described by 6 parameters specifying rotation and translation. An explicit 3-D motion equation constrains
the 2-D displacement field to 6 degrees of freedom. Combining this displacement model
with gradient information from the entire image leads to a highly overdetermined system
of equations that can be robustly solved for the 6 unknowns. To reduce the computational complexity, a linear system of equations is utilized. When linearizing the motion
constraint at the object center, smaller errors are obtained compared to a linearization
around the camera origin, which is the usual representation found in literature. To remove remaining errors, the parameters are determined iteratively in an analysis-synthesis
framework. The use of a hierarchical image pyramid also allows the estimation of large
motion vectors with low complexity. Experiments on synthetic image data have shown
that the algorithm performs extremely accurately with positional errors of only several
micrometers. Measurements on real camera frames result in localization errors of less
than half a millimeter. Additive camera noise or small errors in shape do not severely affect the results. Systematic model failures and effects which cannot be represented in the
virtual scene have, however, a larger impact on the accuracy of the estimates. Therefore,
additional effects like variable illumination and changing camera settings are also incorporated and their parameters are jointly estimated together with 3-D motion leading to
more robust solutions.
The use of explicit 3-D models that specify shape and size of the objects allows the
additional determination of internal camera parameters like focal length, aspect ratio,
and lens distortion. The rigid body motion estimation approach is extended to deal with
varying camera parameters by using a more sophisticated 3-D motion model describing
explicit image displacements caused by object motion or alternation of camera settings.
The approach is validated for the application of model-based camera calibration where the
internal and external parameters of a camera are determined for given 3-D test objects.
The calibration objects are not restricted to having simple geometries and a restricted
number of distinct color features, but arbitrary objects with fine structures can be used
by exchanging the shape and the texture map of the 3-D model. Due to the model-based
approach, all image pixels participate in the calibration process and no point correspondences have to be established. Experiments on synthetic and real image data show the
applicability of the proposed algorithm. Highly accurate parameter estimates are obtained, especially when incorporating multiple frames simultaneously.
If the illumination in the scene changes, the appearance of objects can vary significantly
which complicates an exact analysis of 3-D motion. But even if the lighting remains
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constant, shading effects occur due to object motion. In this thesis, models are therefore
added to the virtual scene which describe the photometric properties in the real world.
The incident light is assumed to be composed of ambient light and directional light.
For the object surface, Lambertian reflection is assumed that is later extended to more
sophisticated reflection models with more degrees of freedom. By estimating parameters
for the intensity and direction of light sources and material properties, the computer
scene can be lighted according to the real one. In addition to improving the quality of
the model frame, the accuracy of the motion estimates is also increased. This is validated
in experiments performed on real image data. For a set of differently illuminated images,
an average reconstruction gain of up to 8 dB in PSNR is obtained compared to simple
ambient illumination compensation. Even for static illumination, improvements of 6–7
dB in PSNR are achieved. At the same time, the average absolute error of the estimated
object positions is reduced by more than 40 %.
Analysis of facial expressions from 2-D images requires the estimation of local surface deformations in addition to global head motion. To consider the flexible surface
characteristics of a human face, a deformable head model is used in order to represent
facial expressions. In contrast to other approaches, the surface is modeled by triangular
B-splines, reducing computational complexity and also simplifying the definition of facial
expressions. A new model for the eyes based on blending textures is presented enhancing
the appearance while preserving low rendering complexity. In order to incorporate this
blending method into the estimation framework, only small modifications of the computation of the image gradients are necessary.
The estimation algorithm for the determination of 3-D motion and deformation is
based on the hierarchical analysis-synthesis framework. A new 3-D formulation for the
motion constraints is proposed allowing the combined determination of global and local
motion with linear, low-complexity methods. Additional inequality constraints for the
restriction of the high-dimensional parameter range further increase the robustness of the
algorithm. Experiments performed on synthesized sequences show that a large number of
facial animation parameters can be estimated accurately. Even in the presence of severe
camera noise or shape distortion, the positional error of the 3-D object points is less than
one millimeter for most parameters. Additional experiments dealing with natural video
sequences can be found in the next chapter on model-based video coding.
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4 Model-Based Coding of
Head-and-Shoulder Sequences

In the previous chapter, algorithms for the estimation of 3-D object motion and deformation from image sequences have been proposed. The estimators are also capable of
determining illumination changes in the scene and variations in the camera settings. In
this chapter, the methods are utilized in the context of model-based video coding.
As mentioned in Section 2.1, the use of model-based coding techniques [Pea95,
WSW90] allows the efficient encoding of video sequences at extremely low bit-rates while
at the same time providing us with the capability of interactive manipulation of the scene
content. The underlying idea of model-based coding is to create a virtual 3-D scene with
distinct 3-D objects that are described by their shape and texture. The shape of the objects has to be transmitted only once, and then the virtual scene is specified by 3-D motion
and deformation of the objects represented by a small set of animation parameters. These
parameters are estimated from the 2-D video sequence using the algorithms of Chapter
3. The 2-D image sequence is finally reconstructed by rendering the virtual world using
computer graphics techniques.

4.1

Prerequisites and Experimental Setup

Since model-based video coding strongly depends on the semantic information that is
a-priori known, some assumptions about the scene content have to be made. In addition,
not all components of the proposed model-based coding system are yet fully automatic but
require some manual guidance. In particular, this is the case for the 3-D model acquisition
and the initialization during the first frame. Below, the prerequisites and conditions for
the setup common to all experiments in the next sections are described.
• Head-and-shoulder scenes
Since model-based coding requires that 3-D models for all objects in the scene are
available, some restrictions on the possible scene content have to be made. The
focus of the presented work lies on head-and-shoulder sequences, where a person is
acting in front of a static background. Such sequences can typically be found in
video-telephony or video-conferencing applications. The assumption of the person
being the only moving object in the scene is somewhat relaxed in Section 4.4 where
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the algorithm is extended to deal with multiple object motion. This section also
illustrates exemplarily that the presented algorithm is not restricted to facial expression analysis but can estimate both motion and deformation of arbitrary objects,
provided that a model is available describing shape, texture, and motion constraints.
• Single calibrated camera
It is assumed that a single calibrated camera is used to record monoscopic headand-shoulder video sequences. The internal camera parameters are determined offline with the model-based camera calibration algorithm of Section 3.2.2. In the
experiments, the zoom of the camera is not altered during the acquisition of the
sequences.
• 3-D models for all objects
In this chapter, a 3-D object model is assumed to be available for all objects visible in
the scene. In the experiments, the head model is acquired using a 3-D laser scan that
provides information about shape and texture of the individual person. The generic
head model of Section 3.4.1 is adapted to the measured data set by optimizing the
control point position of the underlying spline surface. If no 3-D scan of the person
is available, the generic head model is roughly adapted to fit to the first frame of
the sequence. The texture of the model is also extracted from this frame. This
model acquisition still requires some manual interaction. In a practical system, one
would use a technique for automatic facial mask adaptation as, e.g., described in
[Koc91, RvBSvdL95, TH96, LTC97, KO97].
• Facial animation parameters based on MPEG-4
For the modeling of facial expressions, a parameter set based on MPEG-4 is adopted
(see Appendix B). This approach is very intuitive and independent of training data.
However, higher coding gains can be expected when using a parameter set that
considers the correlation of different groups of muscles interacting for particular
facial expressions [VB98, Höl99].
• Start-up phase at the beginning of the sequence not considered
In the experiments, it is assumed that the 3-D models are already roughly placed
at the correct position so that the gradient-based motion estimator can remove the
remaining positional errors. The initial object placement is done manually. For
an automatic system, methods for face detection [RBK96, VFS97, SP96] and pose
estimation [TLT94, CH96, Bru97] can be included. In addition, it is assumed that
the head model is available at both encoder and decoder side. The encoding and
transmission of the 3-D model are not investigated. In [EWG00], some results for
the encoding of the head model are presented. After the initialization in the first
frame, the entire video sequence is encoded without any further manual interaction.
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• Quality measure: PSNR
For the evaluation of the decoded images, the peak-signal-to-noise-ratio (PSNR)
of the luminance component is used as a quality measure due to its simplicity
and wide-spread usage. Even though it is not very well suited to represent the
absolute visual quality that a human perceives, this measure allows a ranking of
different results produced by the same class of codecs. For different types of codecs,
however, the quality values must be handled with care as illustrated in Fig. 4.1.
In this figure, two frames are shown created by a model-based and a block-based
waveform codec. Even if the PSNR values are similar for both decoded frames they
look completely different and show different kinds of artifacts. While the waveform
coder introduces blocking artifacts, the artifacts of the model-based coder are mainly
characterized by model failures and small misplacements of the objects which are
often less annoying to a human observer. The visual impression of the results shown
in this chapter is often better than the measured PSNR would suggest. Therefore,
many subjective results by means of comparing reconstructed frames are presented.
Since the background of the scene is not explicitly modeled, the PSNR values in this
chapter are obtained by evaluating the facial area only excluding the background
that would dominate the results.

a)

b)

c)

Figure 4.1: Illustration of the different artifacts caused by different codecs. a) original image,
b) model-based coded image at 27.2 dB PSNR, c) JPEG compressed image at 28.3 dB PSNR.

The experiments in this and the next chapter are conducted on the real world CIF
head-and-shoulder sequences shown in Table 4.1. The first four test sequences are selfrecorded which allows us to obtain a 3-D laser scan of the person in the scene. The last
image sequence in this table is a standard video test sequence that is widely used for video
coding experiments. For this sequence, no 3-D model information is available.
In the following sections, experimental results for facial expression analysis and synthesis in the context of model-based video coding are provided. It is shown that head-andshoulder video sequences can be compactly represented by a set of facial animation parameters (FAPs) in combination with proper object descriptions. The parameters describing
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name

resolution no. frames

fps

3-D scan

Peter
Eckehard
Illumination
Clapper Board
Akiyo

352 × 288
352 × 288
352 × 288
352 × 288
352 × 288

25
25
25
25
30

yes
yes
yes
yes
no

230
220
140
260
300

comments
self-recorded sequence
self-recorded sequence
varying lighting conditions
two moving objects
ITU-T test sequence

Table 4.1: Video sequences used for the experiments.

3-D motion and deformation of the face are robustly estimated using the algorithm described in Section 3.4. The additional determination of scene lighting further improves
the quality of the synthesized sequences. In the case the illumination in the scene changes
during the acquisition of the sequence, the consideration of lighting is even necessary for
the optical-flow based motion estimation. The experiments also show that a substantial
class of head-and-shoulder sequences can be encoded at extremely low bit-rates.

4.2

Analysis and Synthesis of Head-and-Shoulder
Sequences

In order to encode head-and-shoulder video sequences with model-based coding techniques, facial expressions have to be estimated from the images. This requires some
initialization steps that are performed for the first frame of the video. The 3-D head
model is roughly placed into the scene and the remaining errors in position and orientation are estimated using the head model’s texture map originating from a 3-D laser
scanner. The texture map is then updated by extracting color information from the first
frame of the video sequence. In addition, the body of the person is segmented from this
frame and the object is automatically triangulated resulting in a planar 3-D mesh used for
estimating body motion in the following frames. The texture maps of both head and body
object remain unchanged during the sequence. Periodic texture updates would result in
much higher bit-rates. All changes in the video sequences are therefore only described by
motion and deformation of the model and additional photometric effects.
In the experiments, 18 facial animation parameters are estimated with the hierarchical
gradient-based framework of Section 3.4. These parameters include global head rotation
and translation (FAP numbers 40–45), movements of the eyebrows (10–13), eye blinking
(FAP 4), and 7 parameters for the motion of the mouth and the lips (19, 27, 28, 29, 32,
36, 37). A description of the parameters can be found in Appendix B. Additionally, four
parameters for the body motion (translation in all directions and rotation in the image
plane) are determined.
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a)

b)
Figure 4.2: a) Three frames of the sequence Peter, b) corresponding synthetic views.

Once a set of animation parameters has been estimated from a camera frame, the
image can be reconstructed by deforming and moving the head model according to the
parameter set and rendering the virtual scene. Fig. 4.2 shows three frames of the sequence
Peter together with the corresponding model frames. Each model frame is completely
determined by the small set of animation parameters together with the head model. The
dominant artifacts in the decoded images are mainly caused by model failures as depicted
in Fig. 4.2. Since no color and shape information from the interior of the mouth is
delivered by the 3-D scanner, these parts look somewhat artificial in the model frames
due to the use of a generic set of teeth. Thus, improving the quality of the 3-D model has
a large impact on the quality of the synthesized frames. Small positional misplacements
of the object, however, are less disturbing to the human eye.
Measuring the quality of the synthesized sequence leads to the curves shown in Fig. 4.3.
The average PSNR in the facial area is 34.7 dB for this particular sequence. If only global
head rotation and translation are estimated instead of all 18 FAPs, the average PSNR
reduces to 32.8 dB. The visual artifacts are more annoying than the reduction of about 2
dB in PSNR would suggest.
Fig. 4.4 shows corresponding results for a second sequence Eckehard. The same parameters are estimated and again the sequence is synthesized by rendering the deformed
head model. The overall quality of the decoded sequences measured in PSNR is 34.9 dB.
For these two sequences, a fairly accurate 3-D head model acquired with a 3-D scan
of the person was given, resulting in an average reconstruction quality of 34 to 35 dB.
But even if no reliable 3-D measurements are available, a synthesis of the corresponding
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Figure 4.3: PSNR for the sequence Peter for the two cases that, first, only global motion of the
head and, second, both global and local motion is estimated.

a)

b)
Figure 4.4: a) Three frames of the sequence Eckehard, b) corresponding synthetic views.

video sequence is possible which is shown for the ITU-T test sequence Akiyo. For this
particular sequence, no 3-D scan is available. Instead, a generic head model with incorrect
shape is employed. To reduce the dominant shape errors and to obtain a better fit to the
chin contour, 16 control points of the head model are manually modified. In a practical
system, one would use techniques for facial mask adaptation [Koc91, TH96, KO97] to
enhance the model. Texture is extracted from the first frame, extrapolated in the nonvisible areas and mapped onto the generic shape model. In spite of the deviations in
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a)

b)
Figure 4.5: a) Three frames of sequence Akiyo, b) corresponding synthetic views.

shape, the model-based estimator of Section 3.4 allows the determination of the facial
animation parameters for this sequence. Fig. 4.5 shows some subjective results by means
of original and corresponding reconstructed frames. The average PSNR for this sequence
is 26.3 dB and, thus, lower than for the case a correct model is available. However, the
difference is mainly caused by model errors in the hair and shadows on the neck and not
by incorrect estimation of facial expressions.

4.3

Varying Illumination

The correct treatment of illumination changes in the scene is an important aspect for an
accurate estimation of motion and deformation from frames recorded at different time
instances. This has already been illustrated in Section 3.3 for rigid body motion analysis.
In this section, the effectiveness of the illumination estimation for model-based coding
is demonstrated on the real image sequence Illumination. During the acquisition, one
natural light source has been moved to alter the illumination conditions. The temporal
change of the illumination situation can be derived from Fig. 4.6. In this figure, the
relative intensity of ambient and directional light specified by the coefficients camb and
cdir of (3.27) is depicted showing that the brightness changes by about ±50 % over the
sequence.
For this video sequence, the FAPs are estimated together with lighting parameters
from different illumination models. The following cases are investigated:
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Figure 4.6: Temporal evolution of camb and cdir for sequence Illumination.

• No illumination model: Since the model-based motion estimator tries to match
model and camera frames, the estimation is no longer possible if the differences
between the synthetic and the real scene are too large. In this particular sequence,
the estimation starts returning incorrect values after frame 30.
• Monochrome ambient light: This model can be described by a scaling of the
three color channels. FAP estimation is possible for this and all following illumination models.
• Colored ambient light: Same as monochrome ambient light but with different
scaling factors for all three color components, respectively.
• Monochrome ambient and directional light, Lambert reflection: Illumination model with 4 parameters specifying the intensity of ambient and directional
light as well as the illuminant direction. The three color channels are identically
modified.
• Colored ambient and directional light, Lambert reflection: Intensity relation between model and camera frame specified by the 8 parameter Lambertian
model given by (3.27).
The latter two illumination models allow the representation of local shading effects which
are dependent on the spatially varying surface normal direction. If texture is extracted
from the first camera frame of the sequence and mapped onto the 3-D model, the function
for describing illumination differences between model frames and camera frames becomes
non-linear [Sta95], since it has to relate the illumination situation of the first camera frame
to those of the following frames instead of specifying differences between a homogeneously
illuminated model obtained from a scanner and the images of the video sequence. To

4.4. Multiple Objects

75

circumvent this problem, the estimation of illumination parameters is performed in two
steps. First, a set of parameters is determined describing differences between the texture
map of the model acquired under controlled illumination and the first camera frame. Given
the estimated values, the shading effects of the camera frame are removed by applying the
inverse of the relation (3.27) before mapping the camera frame onto the model. Since the
corrected texture map corresponds to a homogeneously illuminated frame, the estimation
of photometric properties remains linear and is performed following the description in
Section 3.3.
PSNR Y PSNR U PSNR V
no illumination model
ambient monochrome
ambient RGB
ambient+directional, monochrome
ambient+directional, RGB

estimation breaks down
27.6
32.7
32.9
30.8
33.6
37.2
31.0
33.2
34.8
32.0
33.7
37.5

Table 4.2: Reconstruction quality of the sequence Illumination for different lighting models.

Table 4.2 summarizes the results for the different illumination models by means of
PSNR values measured on the luminance (Y) and chrominance components (U, V) of the
images. With the increase of lighting model complexity, the image quality also improves.
Gains of up to 4.4 dB in PSNR are obtained in comparison with a simple ambient illumination model. Modeling colored light by parameterizing each color channel independently
also improves PSNR for chrominance. Without consideration of lighting changes, encoding of sequences with varying illumination fails. Fig. 4.7 shows coding results by means
of illumination-compensated model frames.

4.4

Multiple Objects

The video sequences investigated so far show a single person acting in front of a static
background. The extension of the model-based codec to deal with multiple objects is,
however, straightforward. Two different cases are distinguished: first, not all objects can
be described by a 3-D model and, second, for all objects in the scene a 3-D model is
available.
Obviously, only those objects can be reconstructed where a corresponding 3-D model
is available at the decoder. All other objects do not show up in the model frames. The
estimation of animation parameters is not influenced by other objects, independent of
whether they can be described by appropriate models or not, if the additional objects do
not occlude the object to be analyzed. To allow an estimation of animation parameters
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a)

b)
Figure 4.7: a) Three frames of the sequence Illumination recorded under varying illumination
conditions, b) corresponding synthetic views for the 8 parameter Lambertian illumination model.

also from partly occluded objects, the occluded areas are detected and classified as outliers
in the overdetermined system of equations given by (3.52). This is done by analyzing image
gradients and intensity differences between the model and camera frame as described by
(3.13). In addition, only those FAPs are estimated that are influenced by a sufficient
number of equations. Otherwise they remain constant until the corresponding image
areas are uncovered again.
If the object models can describe the entire scene, the classification of the pixels into
individual objects is easier and can directly be derived from the synthetic scene. No outlier
detection for occlusion handling is required, since the occluded areas of an object surface
can explicitly be computed. Once all pixels are classified, a linear system of equations is
set up for each object in the scene. All pixels showing a particular object contribute to the
corresponding system of equations that is then solved independently for each object to
determine the animation parameters. The parameter estimation is performed in the same
way for all objects and only the description of shape and motion/deformation constraints
is adapted to the individual object.
The estimation of animation parameter sets for multiple objects is experimentally
investigated for the sequence Clapper Board. In this sequence, a clapper board moves in
front of a person during the first 60 frames, occluding most parts of the face. After 60
frames, the additional object which is described by a second 3-D model disappears again
and the rest of the sequence shows only the head-and-shoulder part of the person. A
planar triangle mesh and texture information are extracted from the first frame showing
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Figure 4.8: Extracted model of the clapper board.

the entire object. For that purpose, the clapper board is segmented from the background
and the obtained region is automatically triangulated as depicted in Fig. 4.8. The joint of
the clapper board that allows opening it is specified manually. Five animation parameters
determine pose and shape of the object: translation in three directions, rotation in the
image plane and opening of the clapper board. These five parameters are estimated in
addition to the FAPs of the head model using two independent motion estimators. Fig. 4.9
shows three frames of the sequence together with the corresponding model frames created
by rendering the two objects with the estimated parameters. The leftmost image in this
figure represents the decoded frame with the worst PSNR (27.2 dB) in the entire sequence.

a)

b)
Figure 4.9: a) Three frames of sequence Clapper Board, b) corresponding synthetic views.

Fig. 4.10 shows PSNR over time for the Clapper Board sequence. A significant decrease
in PSNR during the first 60 frames showing the clapper board is visible if the additional
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object is not explicitly modeled. When the clapper board disappears after the 60 frames,
image quality recovers again. Using 3-D models for all objects in the scene allows the
reconstruction of the original frames together with the additional clapper board. In this
case, the average PSNR of the decoded sequence is 34.0 dB.
40

35
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30

25

20

2 models
only head model
15
0

50

100

150

200

250

frame

Figure 4.10: PSNR for sequence Clapper Board for the two cases that, first, only facial motion
and, second, animation parameters for both the face and the additional clapper board are
estimated.

4.5

Parameter Coding

For the encoding of head-and-shoulder video sequences using a model-based coder, the
animation parameters describing the object motion and deformation have to be transmitted. In this section, experimental results are presented that illustrate the bit-rate
needed to encode these parameters. The methods used for encoding are, however, very
simple and the coding efficiency could be improved by exploiting correlations between
FAPs [AL99, Ahl99] or using a more sophisticated temporal modeling [EP94]. But even
with this simple approach, bit-rates of about 1 kbps are obtained for the encoding of
head-and-shoulder video sequences.
In the following experiments, all parameters are encoded independently of each other.
A parameter value for the current frame is predicted from the previous frame and the
temporal parameter change between two successive frames is then quantized and entropy
coded. Due to the limited training material, no quantizer design has been done but the
quantizers are heuristically created using knowledge from the 3-D model. The parameter
range restricted by the constraints given by (3.56) is uniformly divided such that the
maximum geometric distortion of the head model due to FAP quantization is identical
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35

35

34.5

34.5

34

34

33.5

33.5

PSNR [dB]

PSNR [dB]

for all FAPs. Exchanging one codeword of a particular FAP for one of its neighbor codewords leads to 3-D vertex displacements, where the maximum length of the displacement
vectors is the same for each FAP. This is of course far from being an optimal design when
using PSNR as the quality measure but leads to uniform visual distortion and requires
few heuristical assumptions. By varying the quantization step size, the bit-rate for the
parameter transmission can be adjusted. The quantized codewords are finally encoded
using an arithmetic coder before being transmitted over the channel.
In a first experiment, the 18 FAPs estimated as described in Section 4.2 are encoded at
25 fps for the two sequences Peter and Eckehard. The bitstream is decoded and the head
model is animated according to the quantized values synthesizing the sequence again.
PSNR is measured for this synthetic sequence for different bit-rates obtained by varying
the quantizer step size. Fig. 4.11 shows the rate-distortion plots obtained for the modelbased codec. Due to model failures in the 3-D head model, the curves saturate at higher
bit-rates and converge to the quality obtained for unquantized FAPs. The bit-rate needed
to come close to that point is around 1 kbps. When using a frame skip of 2 and encoding
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Figure 4.11: Reconstruction quality in PSNR over bit-rate needed for encoding the animation
parameters; a) sequence Peter, b) sequence Eckehard.

the sequences at a frame rate of 8.33 Hz, the bit-rate needed for the transmission of the
head-and-shoulder sequences also decreases. Bit-rates as low as 0.5 kbps can be obtained
as shown in Fig. 4.12.
Table 4.3 summarizes the coding results for four different video sequences encoded
with frame skip 0 and 2, respectively. In this table, the bit-rate is specified that is needed
to encode the FAPs at a reconstruction quality less than 0.1 dB inferior to the unquantized
case. Similar results are obtained for all four sequences.
In the previous experiments, only the bit-rate needed for the encoding of the FAPs is
measured. If the illumination in the decoded frame is to be adjusted, additional illumination parameters have to be transmitted. In the following experiment, the 8 parameters of

4. Model-Based Coding of Head-and-Shoulder Sequences
35

35

34.5

34.5

34

34

33.5

33.5

33

33

PSNR [dB]

PSNR [dB]

80

32.5
32

32.5
32

31.5

31.5

31

31

30.5

30.5

30
0

a)

0.2

0.4
0.6
bit−rate [kbps]

0.8

1

30
0

b)

0.2

0.4
0.6
bit−rate [kbps]

0.8

1

Figure 4.12: Reconstruction quality in PSNR over bit-rate needed for encoding the FAPs with
a frame skip of 2; a) sequence Peter, b) sequence Eckehard.

sequence

fps

Peter
Eckehard
Illumination
Akiyo

25
25
25
30

bit-rate
1.00
0.92
0.99
1.15

PSNR

kbps
kbps
kbps
kbps

34.6
34.0
31.8
26.7

dB
dB
dB
dB

fps
8.33
8.33
8.33
10

bit-rate
0.47
0.45
0.49
0.56

kbps
kbps
kbps
kbps

PSNR
34.7
34.1
31.9
26.7

dB
dB
dB
dB

Table 4.3: Bit-rate needed to encode the FAPs at a reconstruction quality less than 0.1 dB
inferior to the unquantized case. The results are given for a frame skip of 0 and 2, respectively.

the illumination model given by (3.27) are encoded. Since the light intensity parameters
C
cC
amb and cdir are highly correlated for the three color channels, the average values and
the deviation from the average are encoded. The new parameters c1t , c2t , and c3t , with
t ∈ {amb, dir}, are computed according to
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(4.1)

These 6 values together with the two parameters lx and ly specifying the illuminant direction are predicted from the previous frame and the changes are uniformly quantized
and encoded with an arithmetic coder. The FAPs are not quantized here for the measurements to solely illustrate the influence of illumination compensation. Fig. 4.13 a) shows
the average reconstruction quality for the sequence Illumination for different illumination
parameter bit-rates. With a bit-rate of about 0.2 kbps, the illumination in the synthetic
scene can be sufficiently modeled increasing the average PSNR by more than 5 dB compared to when no illumination parameters are transmitted. If the lighting in the scene
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does not change perceptibly, the gains due to illumination compensation are lower but
still exist as shown in Fig. 4.13 for the sequence Peter.
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Figure 4.13: Reconstruction quality in PSNR over bit-rate needed for encoding the illumination parameters. A bit-rate of zero corresponds to no illumination compensation; a) sequence
Illumination, b) sequence Peter with a fairly constant illumination situation.

4.6

Enhancement of Video Sequences

In the previous sections, it has been shown that model-based video coding allows the
encoding of head-and-shoulder sequences at extremely low bit-rates of about 1 kbps.
This enables video-phone applications also for channels with low capacity like wireless
channels, but also for Internet or web applications, where the low requirements on storage
and bit-rate are advantageous.
Besides the low bit-rate, model-based video coding provides additional functionality due to the 3-D object-based description of the scene that allows an easy manipulation and interaction with the content. For example, in virtual conferencing
[AXNK90, AH95, CPN+ 97], several people connected to a network can meet each other
in a virtual conference room. The animated head model for each person is placed into a
common scene and individual views are created for each participant. But also for simple
video-phone applications, some additional functionality can be achieved. The eye contact
problem [CA96, LJJ00] which usually occurs in conventional video telephone systems can
easily be solved by slightly changing the viewing position of the virtual camera. Poorly
illuminated scenes can be enhanced afterwards by modifying the light source models.
Even the current appearance of a person can be changed by using a prerecorded 3-D head
model for display with the desired appearance.
The use of different head models for analysis and synthesis of head-and-shoulder se-

82

4. Model-Based Coding of Head-and-Shoulder Sequences

Figure 4.14: upper row: original video sequence. From this sequence, FAPs are estimated and
used to synthesize new sequences with different 3-D models.

quences is also interesting in the field of character animation in film productions or web
applications. The facial play of an actor sitting in front of a camera is analyzed and
the resulting FAPs are used to control arbitrary 3-D models. This way, different people,
animals, or fictitious creatures can be animated realistically. The exchange of the head
model to animate other people is exemplarily shown in Fig. 4.14. The upper row depicts some frames of the original sequence used for facial expression analysis. Instead of
rendering the sequence with the same 3-D head model used for the FAP estimation and
thus reconstructing the original sequence, the head model is exchanged for image synthesis leading to new sequences with different people that move according to the original
sequence. Examples of this character animation are shown in the lower three rows of
Fig. 4.14. In these experiments, the 3-D head models for Akiyo and Clinton are derived
from a single image as described in Section 4.2.

4.7. Chapter Summary
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Chapter Summary

In this chapter, a practical model-based video codec for the encoding of natural head-andshoulder image sequences has been presented. 3-D motion and deformation of multiple
objects are robustly estimated together with changes in illumination. The resulting set of
parameters specifying the correct appearance of the scene is quantized and encoded with
an arithmetic coder. After transmission to the decoder, the original video sequence is
synthesized by animating and illuminating the models according to the animation parameters and rendering of the scene. The resulting model frames possess a high visual quality
and only small artifacts, e.g. in the interior of the mouth, occur. An improvement of the
3-D model describing the head and shoulder part of the person would further improve
the quality of the synthesized frames without requiring changes of the underlying estimation algorithms. Experiments have shown that video sequences for which explicit model
information, e.g. by means of a 3-D scan, is available can be synthesized at 34–35 dB in
PSNR measured only in the facial area. Including the body part also in the computation
of PSNR would result in even larger values. But even if no explicit shape information is
available, the analysis and synthesis of facial expressions are still possible using a generic
head model that very roughly approximates the correct shape. This is demonstrated for
the test sequence Akiyo.
It is further shown in this chapter that the consideration of illumination effects in the
scene is very important for a robust estimation of facial animation parameters. Especially
when the lighting in the scene changes, considerable gains in reconstruction quality can be
obtained with little overhead in bit-rate. For a Lambertian reflection model and ambient
as well as directional light, an improvement of 4.4 dB PSNR compared to a simple ambient
approach is achieved for a natural self-recorded video sequence. But even if the lighting
in the scene is fairly constant, the illumination models can represent shading effects due
to object motion, resulting in higher reconstruction quality of the synthesized frames.
The estimation of motion and deformation for multiple objects directly follows the
single object approach. For each object, an individual system of equations is set up that
is independently solved for the unknown parameters. The segmentation of the image
into the single objects and thus the classification of all pixels contributing equations to
the estimation are explicitly obtained from the virtual scene. Experiments on a natural
video sequence show the applicability of the approach in dealing uniformly with multiple
objects. An average reconstruction quality of 34 dB PSNR is obtained for the dual object
sequence Clapper Board.
In order to efficiently transmit the estimated animation and illumination parameters
to the decoder, they have to be encoded. A simple coding scheme is utilized that consists
of prediction and quantization followed by arithmetic coding of the residuals. Experiments on four different video sequences have shown that bit-rates of about 1 kbps can be
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achieved if a degradation in image quality of less than 0.1 dB is allowed compared to the
unquantized case. On average, each frame of the video sequence is described by only 40
bits corresponding to compression ratios of more than 60000:1 which is far beyond the
capabilities of a waveform-based codec. Additional encoding of 8 illumination parameters
increases the bit-rate by about 0.2 kbps or 8 bits per frame while significantly increasing
the reconstruction quality. The achieved compression ratios enable the transmission of
head-and-shoulder sequences over arbitrary channels and offer new opportunities for a
wide variety of applications.
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5 Model-Aided Coding

As shown in the previous chapter, model-based coding allows an efficient encoding of
image sequences by exploiting knowledge of the semantic scene content. Bit-rates as low
as 1 kbps for encoding head-and-shoulder sequences with acceptable subjective quality
at 25 frames per second have been achieved. Unfortunately, such a codec lacks generality. It is restricted to scenes that can be composed of objects known to the encoder
and decoder. Objects which are not available at the decoder are simply missing in the
reconstructed image sequence. This restricts the applicability of model-based coding to
particular scenarios, e.g., head-and-shoulder scenes, or to sequences recorded under controlled conditions.
In this chapter, a novel coding method called model-aided coding is proposed which
incorporates 3-D object models into traditional waveform video coding [EWG99]. Thus,
both approaches are combined in such a way that the generality of waveform coding and
the efficiency of 3-D model-based coding are available where needed. The combination is
achieved by incorporating a-priori information from the model-based coder into an H.263
video codec [ITU98a]. Instead of exclusively predicting the current frame of the video
sequence from the previous decoded frame, motion compensated prediction using the
synthesized output frame of the model-based coder is also considered. Thus, the codec
employs multi-frame prediction [WZG99] with 2 frames. With multi-frame prediction,
the video coder decides which frame to reference for each macroblock by minimizing a
Lagrangian cost function D + λR, where distortion D is minimized together with rate R.
The Lagrange parameter λ controls the trade-off between distortion and rate. A large
value of λ corresponds to low bit-rate and large distortion while a small λ results in high
bit-rate and low distortion [Eve63, SG88, CLG89]. The minimization proceeds over all
available prediction signals and chooses the most efficient one in terms of the Lagrangian
cost function.
The incorporation of the model-based coder into the motion-compensated predictor
allows the coder to further refine an imperfect model-based prediction. As already mentioned in Section 2.5.2, neither the switched model-based coder [CCD+ 94] nor the layered
coder [Mus95, KO97] nor MPEG-4 SNHC [MPG99] allows efficient residual coding of the
synthesized frame. The possibility of applying motion compensation and residual coding
to the model frame as well allows us to benefit more often from the 3-D information.
Due to the rate-distortion optimized mode decision, the coding efficiency of the modelaided codec (MAC) never degrades below H.263 in cases where the model-based coder
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cannot describe the current scene. However, if the objects in the scene correspond to the
3-D models in the codec, a significant improvement in coding efficiency can be achieved.
This chapter which has partly been published in [EWG00] is organized as follows.
First, the architecture of the model-aided coder that combines the traditional hybrid video
coding loop with a model-based coder is described in Section 5.1. In Section 5.2, the bit
allocation using Lagrangian optimization techniques is explained. Finally in Section 5.3,
experimental results are presented that verify the improved rate-distortion performance
of the proposed scheme compared to TMN-10, the test model of the H.263 standard.
Different scenarios with varying illumination or multiple object motion are investigated
leading to bit-rate reductions between 35 – 60 %.

5.1

Architecture of the Model-Aided Codec

Fig. 5.1 shows a block diagram of the proposed model-aided video coder. It depicts
the well-known hybrid video coding loop that is extended by a model-based codec. The
model-based codec runs in parallel to the hybrid video codec, generating a synthetic model
frame as described in Chapter 4. This model frame is employed as a second reference
frame for block-based motion compensated prediction (MCP) in addition to the previous
reconstructed reference frame. For each block, the video coder decides which of the two
frames to use for MCP. In contrast to other approaches [CCD+ 94, Mus95] which exploit
model frames for enhanced coding efficiency, both motion compensation and residual
coding of the model frame are offered as options for the coder control. This way, small
model failures or localization errors caused by the model-based codec can be compensated
for afterwards and thus more information from the model frames is exploited. In addition,
it is possible to use also parts of the model frame, since the coding mode decision is done
for each block. This is especially useful if some objects in the scene are not represented in
the model frame or local model failures prevent the synthesized frame from being used.
The bit-rate reduction for the proposed scheme compared to single-frame prediction
arises from those parts in the image that are well approximated by the model frame.
For these blocks, the bit-rate required for transmission of the motion vector and DCT
coefficients for the residual coding is often dramatically reduced.
Incorporating the model-based codec into an H.263 video codec requires minor extensions of the bitstream syntax. To enable multi-frame MCP, the inter-prediction macroblock modes INTER and SKIP are assigned one code word representing the picture
reference parameter for the entire macroblock. The INTER-4V macroblock mode utilizes
four picture reference parameters, each associated with one of the four 8 × 8 block motion
vectors. For further details on H.263 syntax, please refer to the ITU-T Recommendation [ITU98a]. In addition to the picture reference parameter for each block, the FAPs
for synthesizing the model frame at the decoder are included in the picture header and
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Figure 5.1: Structure of the model-aided coder. Traditional block-based MCP from the previous
decoded frame is extended by prediction from the current model frame.

transmitted as side information.

5.2

Rate-Constrained Coder Control

The coder control employed for the proposed scheme mainly follows the current ITU-T reference model TMN-10 [ITU98c, ITU98b] of the H.263 recommendation. As a welcome side
effect, an H.263 TMN-10 coder can be used for comparison. Below, the TMN-10 scheme
is briefly described together with the extensions to multi-frame motion-compensated prediction enabling the incorporation of the model-based coder into H.263.
The problem of optimal bit allocation to the motion vectors and the residual coding
in any hybrid video coder is a non-separable problem requiring a high amount of computation. To circumvent this joint optimization, the problem is split into two parts: motion
estimation and mode decision. Motion estimation determines the motion vector and the
picture reference parameter to provide the motion-compensated signal. Mode decision
determines the macroblock mode considering the rate-distortion trade-off between motion vectors, DCT coefficients, and side information for coder control. Motion estimation
and mode decision are conducted for each macroblock given the decisions made for past
macroblocks.
The block-based motion estimation proceeds over both reference frames, i.e., the pre-
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vious frame and the synthesized model frame. For each block, a Lagrangian cost function
is minimized [SB91, Gir94b] that is given by
DDF D (d, ∆) + λM OT ION RM OT ION (d, ∆),

(5.1)

where the distortion DDF D is measured as the sum of the absolute differences (SAD)
between the luminance pixels in the original and the block from the reference frame ∆
that is displaced by d. The term RM OT ION is associated with the bit-rate for the motion
vector d and the picture reference parameter ∆. The motion vector d is entropy-coded
according to the H.263 specification while the picture reference ∆ is signaled using one
bit. For both frames, the motion search covers a range of ±16 pixels horizontally and
vertically. Experiments have shown that large displacements are very unlikely to occur
when the model frame is referenced leaving further room for optimization.
Given the motion vectors and picture reference parameters, the macroblock modes are
chosen. Again, a rate-constrained decision scheme is employed where a Lagrangian cost
function is minimized for each macroblock [WLCM95, SK96, WLM+ ]
DREC (h, d, ∆, cDCT ) + λM ODE RREC (h, d, ∆, cDCT ).

(5.2)

Here, the distortion after reconstruction DREC measured as the sum of the squared differences (SSD) is weighted against bit-rate RREC using the Lagrange multiplier λM ODE .
The corresponding rate term is given by the total bit-rate RREC needed to transmit and
reconstruct a particular macroblock mode, including the macroblock header h, motion
information including d and ∆, as well as DCT coefficients cDCT . Based on (5.2), the
coder control determines the best H.263 modes INTER or INTER-4V or INTRA [ITU98a]
for each macroblock.
Following [SW98], the Lagrange multiplier for the mode decision is chosen as
λM ODE = 0.85Q2 ,

(5.3)

with Q being the DCT quantizer parameter. For the Lagrange multiplier λM OT ION , an
adjustment is made to the relationship to allow the use of the SAD measure. Experimentally, it has been found that an effective method is to measure distortion during
motion estimation using SAD rather than the SSD and to simply adjust the Lagrange
multiplier for the lack of the squaring operation in the error computation, as given by
√
λM OT ION = λM ODE .

5.3

Experimental Results

Experiments are conducted using the five natural video sequences specified in Table 4.1.
All sequences have CIF resolution (352 x 288 pixels) and are encoded with a frame skip of
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2 leading to frame rates of 8.33 fps and 10 fps, respectively. During encoding, the modelbased codec runs in parallel to the hybrid coder generating model frames as described in
Chapter 4.
Similar to the model-based case, the initialization of the model-aided codec is not
considered in the simulations. The bits needed to initially transmit the 3-D models and
the first intra-coded frame are also excluded from the measurements. Thus, the interframe coding performance of the model-aided codec is investigated without the startup phase at the beginning of the sequence. Experiments specifying the number of bits
required for the encoding of the head model can be found in [EWG00].
For the head model initialization, two different scenarios are distinguished. If an
explicit 3-D head model is available, e.g., from a laser scanner, both shape and texture of
the model have to be transmitted initially, unless the decoder has already stored the head
model from a previous video-phone session between the two terminals [Gir94a]. This is
the case for the first 4 image sequences specified in Table 4.1. If no explicit 3-D model
is available as, e.g., for the sequence Akiyo, a generic head model is adapted to the first
frame of the sequence. In the experiments, this adaptation is roughly performed by hand.
Again, sophisticated automatic techniques for initial model adaptation can be found in
the literature (e.g. [RvBSvdL95, KO97, DM96]) and would be used in a practical system.
Nevertheless, even with this inaccurate approach, the practicability of the model-aided
codec that does not require a 3-D scan is demonstrated. Once the shape of the generic
head model is adapted, the texture for the model is extracted from the first intra-coded
frame and extrapolated in the non-visible areas. Since this model generation can be
performed simultaneously at encoder and decoder, no additional bit-rate for the model
description has to be transmitted in this case.
In order to evaluate the performance of the model-aided codec, it is compared to
TMN-10, the state-of-the-art test model of the H.263 standard. Rate-distortion curves
are measured by varying the DCT quantizer parameter over values 10, 15, 20, 25, and
31. Decodable bitstreams are generated that produce the same PSNR values at the
encoder and decoder. Besides the rate-distortion curves, subjective results by means
of comparing reconstructed frames are presented, since the PSNR measure allows only
limited conclusions about the comparisons. In contrast to the experiments of the modelbased codec, here the PSNR is always measured for the entire frame. The following
abbreviations are used for the two codecs compared:
• TMN-10: The result produced by the H.263 test model, TMN-10, using Annexes
D, F, I, J, and T.
• MAC: Model-Aided Coder: H.263 extended by model-based prediction with Annexes D, F, I, J, and T enabled as well.
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Fig. 5.2 shows the rate-distortion curves obtained for the sequence Peter. Significant gains
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Figure 5.2: Rate-distortion plot for the sequence Peter.

in coding efficiency are achieved compared to TMN-10. Bit-rate savings of about 35 % at
equal average PSNR are visible at low bit-rates. This corresponds to a gain of about 2.8
dB in terms of average PSNR. From the same sequence, frame 120 is depicted in Fig. 5.3.

a)

b)

Figure 5.3: Frame 120 of the Peter sequence coded at the same bit-rate using TMN-10 and the
MAC, a) TMN-10 (33.88 dB PSNR, 1680 bits), b) MAC (37.34 dB PSNR, 1682 bits).

The image on the left hand side of Fig. 5.3 is decoded and reconstructed from the TMN-10
decoder, while the frame on the right hand side originates from the model-aided coder.
Both frames require about the same number of bits and are taken from sequences that are
approximately encoded at the same average bit-rate using a DCT quantizer parameter of
31 for the TMN-10 and a value of 25 for the model-aided coder.
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Similar gains in coding efficiency are obtained for the sequence Eckehard as can be
seen in Fig. 5.4. Again, two frames coded with a similar number of bits are depicted in
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Figure 5.4: Rate-distortion plot for the sequence Eckehard.

Fig. 5.5 illustrating the visual improvements obtained for the model-aided codec. The
left image corresponds to frame 27 and is decoded and reconstructed from the TMN-10
decoder, while the right one is generated by the model-aided coder.

a)

b)

Figure 5.5: Frame 27 of the Eckehard sequence coded at the same bit-rate using TMN-10 and
the MAC, a) TMN-10 (34.4 dB PSNR, 1264 bits), b) MAC (37.02 dB PSNR, 1170 bits).

For the first two experiments, an explicit head model created from a 3-D laser scan
was available. This is not the case for the next video sequence. Fig. 5.6 shows results
for the sequence Akiyo. A generic head model is roughly adapted to the first frame of
the sequence (see Section 4.2) and model frames as shown in Fig. 4.5 are rendered from
the approximate object model. Even if only an inaccurate 3-D model is used for the
generation of the model frames, bit-rate savings of the model-aided codec are still about
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35 % at low bit-rates. The quality of the reconstructed frames is shown in Fig. 5.7. The
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Figure 5.6: Rate-distortion plot for the sequence Akiyo.

upper right image shows frame 150 encoded with the model-aided coder, while the upper
left image corresponds to the TMN-10 coder at the same bit-rate. At the lower right
of Fig. 5.7, a frame from the TMN-10 coder is shown that has the same PSNR as the
upper model-aided frame. Even though the PSNR is the same, the subjective quality of
the reconstructed frame from the model-aided coder is superior since facial features are
reproduced more accurately and with fewer artifacts. The difference is even more striking
when viewing motion sequences. Finally, the lower left image is encoded with TMN-10 to
yield the same subjective quality as the model-aided coder; TMN-10 requires about twice
as many bits.
quant
Peter
Eckehard
Illumination
Akiyo

31
17.3%
12.7%
27.2%
7.6%

25

20

15

17.3% 17.4% 16.4%
13.2% 13.3% 13.1%
26.3% 23.5% 20.4%
7.8% 7.7% 7.5%

10
14.3%
12.2%
15.0%
6.7%

Table 5.1: Percentage of macroblocks that are selected from the model frame for different
quantizer values and video sequences.

The gain in PSNR and the reduction in average bit-rate depend on the number of
macroblocks that are selected from the model frame to predict the current video frame.
These blocks are motion-compensated by the model-based coder saving bits for the motion
vector and for the residual coding. Table 5.1 shows the percentage of macroblocks that
are selected from the model frame. Since the background in the synthetic frames is not
modeled, only macroblocks of the interior of the person can be expected to be chosen
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a)

b)

c)

d)

Figure 5.7: Frame 150 of the Akiyo sequence, a) TMN-10 (31.08 dB PSNR, 720 bits), b) MAC
(33.19 dB PSNR, 725 bits), c) TMN-10 (34.7 dB PSNR, 1304 bits), d) TMN-10 (33.12 dB PSNR,
912 bits).

from the model frame. Therefore, less model information is exploited for the sequence
Akiyo since her head is much smaller than those in the other sequences. The frequency
of the different coding modes chosen by the model-aided coder is illustrated in Table
5.2. Especially at low bit-rates, most of the macroblocks are encoded in SKIP mode and
therefore simply copied from the previous frame or the model frame without additional
motion compensation or residual coding. Counting the frequency of the individual modes
only for those macroblocks which are predicted from the model frame leads to values
shown in the lower three rows of Table 5.2. Especially at higher bit-rates, a significant
number of macroblocks are not encoded in SKIP mode, but motion compensation (mostly
±0.5 pixels) and residual coding are performed additionally. This confirms the concept of
the model-aided coder where the model frame is used as a second signal for block-based
motion compensated prediction of the current frame instead of switching between the
model frame and the previous reconstructed frame.
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PE 31 PE 15

EK 31

EK 15

AK 31 AK 15

IL 31

IL 15

SKIP
INTER
INTER-4V
INTRA

92.2%
7.0%
0.1%
0.6%

84.3%
14.3%
1.0%
0.4%

95.0%
4.8%
0.1%
0.1%

89.0%
10.1%
0.7%
0.2%

95.9%
3.9%
0.3%
0.0%

89.4%
8.3%
2.3%
0.0%

77.4% 59.6%
9.6% 21.3%
0.7% 2.5%
12.3% 16.6%

SKIP
INTER
INTER-4V

91.3%
8.6%
0.1%

76.9%
21.3%
1.8%

91.4%
8.5%
0.2%

79.8%
17.8%
2.5%

87.1%
11.5%
1.4%

68.6%
22.6%
8.8%

89.5% 76.5%
10.2% 21.7%
0.2% 1.8%

Table 5.2: Relative frequency of the 4 modes SKIP, INTER, INTER-4V, and INTRA for the
model-aided coder. Two different quantizer parameters (31 and 15) are chosen for the sequences
Peter (PE), Eckehard (EK), Akiyo (AK), and Illumination (IL). The lower three rows of this
table depict the coding mode frequency for the case where the model frame is chosen for prediction.

The impact of the rate-constrained coder control on the reference frame selection is
exemplarily shown for one frame of the sequence Akiyo. Fig. 5.8 depicts the modelbased prediction of frame 21 generated by rendering the 3-D head model. As can be
seen in the enlargement of the region around the mouth, the interior of the mouth is not
correctly modeled since this information was not available during model acquisition. The
model frame

original frame

Figure 5.8: Model and camera frame 21 of the sequence Akiyo with enlargement of the image
region around the mouth.

rate-constrained coder control handles such model failures automatically, as illustrated
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in Fig. 5.9. Fig. 5.9 shows all macroblocks that are predicted from the model frame,
while the macroblocks predicted from the previous frame or encoded in INTRA mode are
grey. The mouth is not predicted from the model frame thus avoiding the prediction error
coding from the generic teeth in Fig. 5.8. The same applies to macroblocks containing
the object silhouette, since the background of the scene is not correctly modeled.

Figure 5.9: Frame 21 of the sequence Akiyo. Macroblocks shown have been selected from the
model frame. The grey parts of the image are predicted from the previous frame, or they are
encoded in INTRA mode.

5.3.2

Varying Illumination

Improving the quality of the model frames directly increases the coding efficiency of the
model-aided codec. Since varying illumination has a large influence on the appearance of
the scene, higher coding gains can be achieved for such sequences by compensating for
photometric changes in the model-based coder as described in Section 4.3. The effectiveness of the illumination estimation is illustrated in Fig. 5.10 for the sequence Illumination.
During the acquisition of this sequence, one natural light source was moved to alter the
illumination conditions. Two experiments are performed. For the first one, only the FAPs
are used to synthesize a model frame. In the second experiment, additional illumination
parameters are estimated as described in Section 3.3.1 and motion- and illuminationcompensated model frames are rendered. As shown in Fig. 5.10, the average gain in
PSNR for the model-aided codec compared to the TMN-10 is about 1 dB if no illumination compensation is performed. However, an additional gain of about 1.5 dB is achieved
when exploiting illumination information. Even if the average bit-rate for encoding this
particular sequence is higher due to the considerable number of macroblocks encoded in
INTRA mode (see Table 5.2) the bit-rate reduction achieved by the model-aided coder
is still 35 % at the low bit-rate end. Decoded frames for the different cases are shown in
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Figure 5.10: Average reconstruction quality versus bit-rate for the sequence Illumination illustrating the achieved improvement when using an illumination estimator (ILE).

Fig. 5.11. All frames require about the same number of bits and originate from sequences
that are approximately encoded at the same bit-rate using quantizer values of 31 (TMN10), 29 (MAC), and 24 (MAC with illumination compensation), respectively. Significant
improvements in visual quality are visible when considering the photometric effects in the
model frame. For the other video sequences which show a constant illumination rather
marginal gains of about 0.2 dB are achieved with the model-aided codec when additionally
estimating photometric properties from the scene.

5.3.3

Multiple Objects

In contrast to the model-based coder of Chapter 4, the model-aided coder provides the
generality to deal with arbitrary image sequences. Even if the objects in the scene cannot
be described by the 3-D models, the image sequence is reconstructed correctly. Due to
the rate-constrained coder control, the performance of the model-aided codec cannot drop
below H.263. However, if some or all objects in the scene can be described by the model
frames, significant coding gains are achieved.
In this section, the influence of additional objects in the scene is investigated. In a
first experiment, only the head-and-shoulder part of a person is described by a 3-D model
whereas other objects are unknown to the model-based coder. Although some objects are
missing in the model frame, the model-aided coder reproduces the entire frames correctly.
Describing the additional objects also by 3-D models increases the coding efficiency of the
model-aided codec significantly, which is shown in a second experiment.
The experiments are conducted on the head-and-shoulder sequence Clapper Board.
During the first 60 frames of this sequence, the face is occluded by a clapper board as
shown in Fig. 4.9. In the first experiment, no 3-D model of the clapper board is available
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b)

c)
Figure 5.11: Frame 66 of the Illumination sequence coded at about the same bit-rate using
TMN-10, and the MAC coder without and with illumination compensation, a) TMN-10 (33.1
dB PSNR, 6764 bits), b) MAC without illumination compensation (33.8 dB PSNR, 5239 bits),
c) MAC with illumination compensation (35.1 dB PSNR, 5160 bits).

at the encoder and the decoder. As a result, the corresponding model frames do not
contain the additional object and only represent the head-and-shoulder part of the person
as shown in Fig. 5.14 a). Since prediction from the previous decoded frame and residual
coding provides robustness against model failures, the model-aided coder represents the
entire frame correctly which is depicted in Fig. 5.14 b). However, the coding efficiency of
the model-aided coder drops during the first frames as shown in the temporal evolution
of the PSNR and bit-rate in Fig. 5.12. Since the face and the body are not occluded
entirely, some macroblocks of the model frame can still be used for prediction resulting
in a small coding gain. If the face is uncovered again the model frame can be exploited
and the PSNR recovers showing high coding gains.
The overall rate-distortion performance for the entire sequence is depicted in
Fig. 5.13 a). Bit-rate savings of 33 % at low bit-rates are achieved. Measuring bit-rate
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Figure 5.12: Temporal evolution of PSNR and bit-rate for the sequence Clapper Board. Both
coders use a DCT quantizer parameter of 31; a) PSNR, b) bit-rate.
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Figure 5.13: Rate-distortion plot for sequence Clapper Board; a) PSNR averaged over the entire
sequence, b) PSNR measured for the first 60 frames that show the clapper board.

and PSNR only for the first 60 frames where the clapper board is visible, leads to the
curves shown in Fig. 5.13 b). Since fewer parts of the model frame can be exploited for
prediction, the model-aided coder gains only about 1 dB PSNR compared to the TMN-10.
Fig. 5.14 illustrates the quality of the reconstructed frames. Fig. 5.14 b) shows frame 54
encoded with the model-aided coder, while Fig. 5.14 c) corresponds to a frame produced
by the TMN-10 coder with about the same number of bits. Fig. 5.14 d) shows a frame
from the TMN-10 coder that has the same PSNR as the model-aided frame illustrating
the improved subjective quality of the reconstructed frame from the model-aided coder.
Obviously, higher coding gains can be expected if all objects in the scene are described
by 3-D models. In the next experiment, the clapper board in the sequence Clapper Board
is described by an additional 3-D model placed in the synthetic scene. The model is
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a)

b)

c)

d)

Figure 5.14: Frame 54 of the sequence Clapper Board. a) Model frame with clapper board
missing; b) MAC, 36.1 dB, 2900 bits; c) TMN-10 with same bit-rate as MAC, 32.7 dB, 3200
bits; d) TMN-10 with same PSNR as MAC, 36.0 dB, 5800 bits.

manually acquired using the texture from one frame that shows the entire clapper board.
Model frames are generated for this multiple object scene as described in Section 4.4.
Running the model aided coder with these model frames results in a much higher PSNR
for the first frames compared to the case where only the head model is used. Especially
regions that are uncovered when the clapper board is opened or moved in front of the face
can be efficiently represented by the model frames. As a result, when encoding the first
60 frames of the sequence at about 35 dB PSNR, the frequency of macroblocks coded in
INTRA mode drops from 4.6 % to 0.5 % if the model-aided coder is used instead of the
TMN-10, leading to significant reductions in bit-rate. At the low bit-rate end, the modelaided codec achieves an average gain of 4.6 dB (or 63 % bit-rate reduction) when using
two models while the use of a single head model results in a gain of 1.2 dB PSNR. This is
illustrated in the rate-distortion plot of Fig. 5.13 b) where the upper curve corresponds to
the case where both object models are used. The visual improvements of the reconstructed
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frames are depicted in Fig. 5.15. All three frames require approximately the same number
of bits. They originate from sequences encoded at the same average bit-rate measured
for the first 60 frames where the 2 object models are visible. The overall rate-distortion

a)

b)

c)
Figure 5.15: Frame 24 of the Clapper Board sequence coded with about the same number of bits
using the TMN-10, and the MAC without and with additional clapper board model, a) TMN-10
(32.0 dB PSNR, 2440 bits), b) MAC using only one head model (32.5 dB PSNR, 2346 bits), c)
MAC with 2 objects (37.0 dB PSNR, 2300 bits).

performance for the entire sequence is finally depicted in Fig. 5.13 a). Bit-rate savings of
45 % corresponding to a coding gain of about 3.5 dB are achieved.

5.4

Chapter Summary

In this chapter, a new approach is presented for the incorporation of facial animation
into motion-compensated video coding of head-and-shoulder sequences. The proposed
model-aided coder combines a model-based coder with a block-based hybrid coder such
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as H.263 in a rate-distortion-efficient framework. The model-based codec runs in parallel to the hybrid coder generating synthetic model frames which can be efficiently encoded and transmitted. These model frames are employed as second reference frames
for rate-constrained block-based motion-compensated prediction in addition to the previously reconstructed reference frames. For each macroblock, the video coder decides which
of the two frames to select for motion compensation using a Lagrangian cost function.
This multi-frame prediction and the combined encoding of the different modes provide
increased robustness to model failures in the model-based coder and ensure the generality
of the approach.
Experiments on several natural head-and-shoulder video sequences show bit-rate savings around 35 % at equal average PSNR in comparison to TMN-10, the state-of-the-art
test model of the H.263 video compression standard. But even for the same reconstruction quality measured by means of PSNR, the subjective quality of the reconstructed
frames from the model-aided codec is superior since facial features are reproduced more
accurately and with fewer artifacts. When encoding at the same bit-rate, the model-aided
coder gains about 2–3 dB in PSNR compared to TMN-10.
The coding efficiency of the model-aided codec strongly depends on the quality of the
model frames. Since the lighting in the scene has an important influence on the appearance
of all objects, higher coding gains can be achieved by considering the photometric effects
during the generation of the model frames. Since the coder minimizes the differences
between the original and the reconstructed frame, small intensity offsets caused by varying
illumination are much more disturbing than for model-based coding where a viewer might
not recognize small variations of the illumination in the decoded frames. In experiments
performed on the sequence Illumination, additional coding gains of 1.5 dB in PSNR are
obtained when modeling the lighting in the model-based coder.
Even if the model frame is entirely wrong, the model-aided codec still encodes the
sequence correctly. Due to the rate-distortion optimized mode-decision, the coding performance is never worse than that of an H.263 coder. However, even parts of a model
frame which represent the scene correctly can be exploited, since the mode decision is
performed for each macroblock. The capability of performing motion compensation and
residual coding on the model frame further increases the coding efficiency even for imperfect model frames.
The generality of the model-aided coder is demonstrated for the sequence ClapperBoard. In this sequence, a clapper board occludes most parts of a face. Although the
additional object is not represented in the virtual scene of the model-based codec, all
video frames are encoded correctly without explicit detection of model failures. Since at
least some macroblocks in the non-occluded areas are chosen for prediction, the coding
efficiency increases even for that case. Representing all objects in the scene by 3-D models
allows an efficient modeling of complex object motion with occlusions and uncovered ar-
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eas. Such situations are difficult to describe in a waveform-based codec and thus very
costly in terms of bit-rate. In an experiment with a multiple object sequence, the modelaided codec outperforms the TMN-10 by about 4.5 dB in PSNR corresponding to a 63 %
lower bit-rate at the same reconstruction quality.
These results show that waveform-coding and 3-D model-based coding are not competing alternatives but should support and complement each other. Both can be elegantly
combined in a rate-distortion framework such that the generality of waveform coding and
the efficiency of 3-D models are available where needed.
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In this thesis it is shown that the use of 3-D models and the consideration of photometric
changes in the scene can significantly improve the efficiency of encoding video sequences.
This is investigated for two different video coding schemes – model-based coding and modelaided coding – both targeting very low bit-rate video compression. In both approaches,
the accurate modeling of the real scene plays a key role. Only if motion, deformation,
shape, and color of the objects in the scene are precisely reproduced, high coding gains
and visually pleasing results can be obtained. Far greater difficulties are incurred when
analyzing the video sequence than when synthesizing the model frames, i.e. projecting
3-D models onto the 2-D image plane. The robust and accurate estimation of 3-D motion
and deformation from 2-D images is still not satisfactorily solved in current approaches.
Most parts of this thesis therefore address the determination of 3-D model parameters
describing the current scene. Algorithms for the model-based analysis of 3-D motion,
camera settings, scene illumination, surface deformation, and, in particular, facial expressions are presented. All these methods are embedded in an analysis-synthesis framework
aiming at a pixel accurate representation of the synthesized images.
The principle of combining explicit 3-D information with image data for the robust
estimation of model parameters is common to all proposed approaches. For the special
case of rigid body motion estimation, the position and orientation of a static 3-D model
specifying shape and texture of the object are uniquely defined by the six parameters
of rotation and translation. Considering the projective geometry of the camera, an explicit, linear formulation for the displacement field in the image plane is derived from
the 3-D motion model. It has been shown that an appropriate selection of the origin
of linearization can reduce the resulting errors without affecting the computational complexity. Integration of optical flow information and the displacement model into a hierarchical analysis-synthesis framework allows the estimation of rigid body motion with
low complexity. Experiments validate that the incorporation of the entire image and the
use of rigorous motion constraints lead to robust solutions for the problem of estimating 3-D motion from 2-D images. Even in the presence of noise, the object position is
accurately determined as long as the model assumptions are not violated.
Following the same principles, a novel model-based camera calibration technique is
proposed which determines the internal and external camera parameters from images of a
known test object. Again, exploiting a-priori knowledge of the shape and color of the test
object allows an accurate estimation of focal length, aspect ratio, and radial lens distortion
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of the camera. The model-based approach exploits the entire image information in an
analysis-synthesis loop and no point correspondences have to be established. This enables
the use of arbitrary test objects with sophisticated textures which are difficult to handle
by traditional methods. The proposed algorithm can easily be extended to estimate the
parameters from multiple frames taken with a camera with constant parameter settings.
Experimental results validate the benefit of jointly using several frames for the calibration.
One important aspect in computer vision that is often neglected is the influence of
the illumination on the appearance of the scene. Small variations in the lighting or
even object motion violate the commonly used brightness constancy assumption. In this
thesis, it is shown that the explicit incorporation of photometric effects in the estimation
framework can significantly enhance the quality of synthesized images and the accuracy of
motion estimates. A linear and low-complexity algorithm is proposed that determines the
intensity of colored ambient and directional light as well as the illuminant direction using
surface normal information from the 3-D scene. The estimation of light source properties
allows the illumination in the virtual scene to be adapted to the camera frames. For
sequences with varying lighting, gains in reconstruction quality of up to 8 dB in PSNR
are reported. But even for rather constant illumination, motion estimation experiments
performed on natural images show improvements of 40 % in parameter accuracy when
considering the photometric properties of the scene.
Analyzing facial expressions requires the estimation of very subtle local surface deformations in addition to global head motion. This significantly increases the number of
parameters which have to be estimated from single images in order to accurately reproduce the expressions in the model frame. It has been shown in this thesis that this high
parameter optimization is feasible when exploiting a-priori knowledge of the color and
shape of the person together with explicit constraints restricting facial motion. A new
method for the estimation of facial animation parameters is presented that simultaneously
determines global and local motion in the face from a single image. The joint estimation
enables the entire facial area to be exploited without excluding highly textured facial features which are often regarded as outliers for the global motion estimation. Sophisticated
motion fields represented by a concatenation of various translations and rotations can be
uniformly and compactly described by a small set of parameters when using the proposed
hierarchical motion constraint. The robustness of the algorithm is further increased by
adding inequality constraints to restrict the possible parameter range without abandoning the linearity and thus the computational efficiency of the estimator. Experiments
demonstrate the ability of the algorithm to robustly estimate a set of facial animation
parameters. Positional errors of less than one millimeter are obtained even in the presence
of camera noise or shape distortions.
For the application of model-based video coding, the proposed algorithms for the
estimation of motion, facial expressions, and illumination are integrated into a robust
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system for the efficient encoding of video sequences. The model-based codec reconstructs
the image sequence to be encoded by rendering a synthetic scene composed of 3-D models.
For the case of head-and-shoulder sequences, a 3-D head model is used which can be
animated to show the same facial expressions as the person in the video. Since only few
parameters describing object motion and deformation have to be transmitted, extremely
low bit-rates are achieved. Coding experiments on several natural head-and-shoulder
sequences have shown that bit-rates of about 1 kbps can be achieved at a reconstruction
quality of about 34 dB PSNR. This is far beyond the capabilities of a waveform-based
codec but holds only for particular scenarios. The consideration of scene illumination
and multiple object motion further increases the applicability of the model-based coder
to more general image sequences.
The model-aided coder extends the model-based approach by integrating the modelbased coder into a multiframe hybrid video coder. The ability to perform residual coding
and prediction from a previous decoded frame and the model frame provides the generality to encode arbitrary image sequences. Due to the use of 3-D models describing
the scene, the model-aided coder significantly outperforms a state-of-the-art H.263 coder
in terms of rate-distortion efficiency. For the encoding of head-and-shoulder sequences,
bit-rate reductions of about 35 % are measured at the same reconstruction quality when
comparing the model-aided codec with TMN-10. Encoding more sophisticated sequences
with multiple objects even leads to bit-rate reductions of more than 60 % if the scene is
correctly represented by the 3-D models.
The results of this thesis indicate that the use of 3-D models and the consideration of
photometric effects can significantly enhance the coding efficiency of video transmission
systems. Several contributions have been made to the field of 3-D analysis of image
sequences for the application of very low bit-rate coding. Both the model-based and the
model-aided coder show considerable improvements compared to waveform-based codecs.
Besides the high coding efficiency, the model-based approach also allows an enhancement
and manipulation of the sequence enabling a wide range of new applications, such as
character animation targeted toward television and film production, electronic games,
and Internet animation.
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A Rotation Matrices, Coordinate
Systems, and Camera Model

A.1

Rotation Matrices

There are several ways to represent a rotation matrix R. The most popular parameterization is in terms of Euler angles [Sho85], where the rotation is composed of three rotations
around orthogonal coordinate axes fixed in space. The order in which the three rotations
are applied is essential for the resulting rotation matrix. When rotating first around the
z-axis with angle Rz , then around the y-axis (angle Ry ), and finally around the x-axis
with angle Rx , the following rotation matrix is obtained


− cos Ry sin Rz

sin Ry

sin Rx sin Ry cos Rz +cos Rx sin Rz

− sin Rx sin Ry sin Rz +cos Rx cos Rz

− sin Rx cos Ry

− cos Rx sin Ry cos Rz +sin Rx sin Rz

cos Rx sin Ry sin Rz +sin Rx cos Rz

cos Rx cos Ry



R=




cos Ry cos Rz


.


(A.1)

The representation of the rotation with Euler angles has, however, one drawback. For
certain configurations one rotational degree of freedom can be lost which is referred to
as gimbal lock [Sho85]. This is especially unfavorable when interpolating or estimating
the 6 motion parameters, since two similar 3-D movements can correspond to two totally
different motion parameter sets.
The gimbal lock can be avoided by using an alternative representation of the rotation
matrix. The rotation can be characterized by an arbitrary rotation axis defined by the
normalized direction
Ω = [Ωx Ωy Ωz ]T with |Ω| = 1
(A.2)
and a rotation angle Θ that specifies the amount of the rotation around this axis. Note
that this description still has three degrees of freedom, two defining the direction of the
rotation axis and one for the rotational angle. The corresponding rotation matrix is given
by [Sho85]



R=




Ω2x +(1−Ω2x ) cos Θ

Ωx Ωy (1−cos Θ)−Ωz sin Θ

Ωx Ωz (1−cos Θ)+Ωy sin Θ

Ωx Ωy (1−cos Θ)+Ωz sin Θ

Ω2y +(1−Ω2y ) cos Θ

Ωy Ωz (1−cos Θ)−Ωx sin Θ

Ωy Ωz (1−cos Θ)+Ωx sin Θ

Ω2z +(1−Ω2z ) cos Θ

Ωx Ωz (1−cos Θ)−Ωy sin Θ


.


(A.3)

Unless explicitly stated otherwise, the latter representation of the rotation matrix is used
throughout this thesis. Only if very small rotation angles are expected in the estima-
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tion experiments, Euler angles are used since this representation is more intuitive for
interpretation.

A.2

Virtual Scene and Coordinate Systems

The virtual scene that approximates the real world consists of multiple objects, light
sources, and a camera as shown in Fig. A.1. The objects in the scene can either be rigid
yl
xl

y

zl

x
z

light source
objects
yw

camera

yo
xw
xo

zw
world coordinate system

zo

Figure A.1: Scene model and coordinate systems.

or flexible and are defined by their actual shape and the material properties specifying
the reflectance and transmission of the incoming light. These material properties together
with the spectral distribution of the incoming light determine the color of the objects for
a particular viewing position. The lighting originates from light sources incorporated into
the virtual scene. The collectivity of the objects and light sources with their corresponding
shape, reflection, and illumination models forms the virtual 3-D scene. To obtain twodimensional views of the scene, a camera is added that defines the projection from the
3-D world onto the 2-D image plane. In this thesis, the scene is assumed to contain only
one camera resulting in monocular image sequences.
All objects, light sources, and the camera are related to each other through a fixed,
right-handed, orthonormal world coordinate system. Any point in this 3-D space can
uniquely be defined by the vector xw = [xw yw zw ]T containing the three world coordinates. Relative to this world coordinate system, several orthonormal local coordinate
systems are specified corresponding to each object, light source, and the camera (Fig. A.1).
The shape of an object is defined in a local object coordinate system given by the object
coordinates x0 = [x0 y0 z0 ]T . This way, the shape description is independent of the
current position and orientation of the object. The local coordinate systems for light
sources with coordinates xl = [xl yl zl ]T and the camera with the camera coordinates
x = [x y z]T are defined similarly.
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Since the position and orientation of the global world coordinate system can be chosen
arbitrarily, it is aligned with the camera coordinate system throughout this thesis. As
a result, world coordinates xw and camera coordinates x are identical and other local
coordinate systems can therefore be specified relative to the camera coordinate system.
The relation between the other coordinate systems can be described by a rotation matrix
R that rotates the basis vectors of the local coordinate system relative to the world or
camera coordinate system and a translation vector t that displaces the origins of the
corresponding systems. With this relation, a point in the local object coordinate system
x0 is transformed into camera coordinates according to
x = R · x0 + t.

(A.4)

Vice versa, the coordinates of point x are transformed into the object coordinate system
by
x0 = R−1 · (x − t) = RT · (x − t).
(A.5)

A.3

Camera Model

The camera model describes the projection of a three-dimensional object onto a sampled
and quantized 2-D image. The real camera is modeled in this thesis as a concatenation
of perspective projection, a lens, and CCD model as shown in Fig. A.2. All components
are characterized by their geometric and photometric properties which are described in
the following paragraphs.

perspective
projection

3−D object

x,y,z

lens
distortions

CCD
sensor

Xi, Yi

Xdis, Ydis

X, Y

Xd, Yd

2−D image

Xf, Yf

Figure A.2: Components of the camera model.

A.3.1

Perspective Projection

The perspective projection describes the relation between a 3-D point x = [x y z]T
in the camera coordinate system and its corresponding 2-D point Xi = [Xi Yi ]T in the
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image plane as shown in Fig. A.3. If the origin of the camera coordinate system is located
at the focal point this projection is given by
x
z
y
= −f ,
z

Xi = −f
Yi

(A.6)

with f being the focal length. Due to the chosen orientation of the right-handed camera
coordinate system, all visible points have negative z-coordinates which differs from many
representations in literature which deal with left-handed coordinate systems [Hor86, NS85,
TH84, Tek95].

x

Yf
Xi ,Yi
Xo ,Yo

y

α

Xf

x

z

Figure A.3: Perspective projection and coordinate systems.

A.3.2

Lens Distortion

The perspective projection models the characteristics of the ideal pin-hole camera. In real
cameras, the system of lenses introduces geometric and photometric distortions. The exact
modeling of these effects is quite complex [KMH95] and less suitable for the incorporation
into computer vision schemes. Therefore, a simpler model is used here that considers only
the dominant effects. The dominant geometrical distortion is the radial lens distortion
[Tsa87, WCH92] that can account for barrel or pincushion distortions. With this model,
the relation between the undistorted image point Xi and the corresponding distorted
point Xdist is described by a radial displacement according to [Tsa87]
Xi = Xdist (1 +

X

κi r2i )

i=1

Yi = Ydist (1 +

X
i=1

κi r2i ),

(A.7)
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with κi being the parameters of the displacement function. In practical realizations, only
the first or the first two parameters of this series are utilized. The radius r is calculated
in this work with normalized coordinates according to
r=

v
!
uÃ
u Xdist 2
t

f

Ã

Ydist
+
f

!2

.

(A.8)

In addition to geometric distortion, the lens has also an influence on the photometric
quantities. It is assumed that the camera is in perfect focus and no blurring occurs. Since
the algorithms in this work only deal with 2-D image data, small spatial invariant blurring
effects can be approximately interpreted by a blurred scene viewed by an ideal camera. In
the same way, losses in the lens are considered by assuming a darker scene captured with
a lossless camera. Under these assumptions, the actual illuminance E [WS82, CIE70] that
reaches the sensor is given by [HS79, Hor86]
E =L·

2
π Dlens
· 2 · cos4 α,
4
f

(A.9)

with Dlens being the diameter of the lens. From this equation it can be seen that the sensor
illuminance E is proportional to the scene luminance L [WS82]. The term cos4 α, with α
being the angle between the optical axis and the viewing direction as illustrated in Fig. A.3
describes a decrease of the illuminance towards the borders of the projected images. For
cameras with large viewing angles, this fall-off can be quite significant. Moreover, the
illuminance reduction with increasing α can be even worse due to vignetting [Hor86] that
is caused by apertures in the lens system partly occluding the beam of light as it passes
through the lens system. A more sophisticated camera model that quantifies all these
effects can be found in [KMH95].

A.3.3

Sampling and Signal Post-Processing

At the CCD-sensor consisting of Nx ×Ny light sensitive sensor elements, the projected and
distorted image is spatially quantized and the samples are stored in the frame buffer. The
position of each sensor element is related to the frame buffer coordinates Xf = [Xf Yf ]T
according to
X f = X0 + s x · X d
Yf = Y0 + sy · Yd ,

(A.10)

with sx and sy being horizontal and vertical scaling factors, respectively. X0 and Y0 denote
the location of the optical axis in frame buffer coordinates according to
Nx − 1
+ Cx
2
Ny − 1
+ Cy .
=
2

X0 =
Y0

(A.11)
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The ideal position of the optical axis is the center of the CCD-sensor, but it can be
displaced by [Cx Cy ]T due to inaccurate placement of the sensor.
It is assumed that each of the Nx × Ny pixels in the frame buffer directly corresponds
to a sensor element. For analog cameras this might not be the case due to the conversion
into an analog video signal and requantization. However, the resulting mismatches can
be compensated for by adjusting sx and Cx appropriately in a camera calibration step.
Similarly to the frame buffer coordinates Xf , Xi and Xdist can be scaled appropriately
to relate them with pixel coordinates of the CCD chip. The corresponding values X =
[X Y ]T and Xd = [Xd Yd ]T are computed according to
X = sx · Xi
Y

= sy · Yi

(A.12)

and
Xd = sx · Xdist
Yd = sy · Ydist .

(A.13)

For the experiments in this thesis, an analog color camera with three CCD chips is used
providing three values per pixel corresponding to the red, green, and blue components.
Colors are approximated by a tristimulus system. Details concerning the resultant errors
can be found in [Hal89].
The resulting linear I 0R , I 0G , and I 0B signals are then transformed by the camera
into non-linear signals I R , I G , and I B . This gamma correction [Poy93] compensates
the G-characteristic of the cathode ray tube considering at the same time the luminance
sensitivity of the human visual system [Poy93]. Here, the gamma correction is modeled
as
1

I R = (I 0R ) G
1

I G = (I 0G ) G
1

I B = (I 0B ) G ,

(A.14)

with quantities marked with a prime denoting linear values. The obtained image is then
converted into one luma [Poy93] and two chrominance signals that are filtered and finally
subsampled [BT.99]. At the output of the camera, a Y CB CR -signal [BT.99] is available
that is quantized and stored in a computer for further processing.

A.3.4

Combined Camera Model

All above-mentioned effects are considered in the experiments for this thesis. The Y CB CR
frames are first converted into non-linear RGB images before they are used for estimation
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purposes. The motion estimation is applied to gamma corrected RGB images, whereas
the estimation of illumination parameters is performed on the corresponding linear R0 G0 B 0
values. If nothing else is specified, frames with PAL CIF resolution (352 x 288 pixels) are
utilized.
Perspective projection, CCD chip deviation, and scaling in order to consider the pixel
geometry are combined, leading to the following simple camera model
x
z
y
= −fy ,
z

X = −fx
Y

(A.15)

with fx and fy being the focal length scaled by sx and sy , respectively. The internal
parameters used here for describing the camera geometry are fx , fy , Cx , Cy , and κi . They
are assumed to be known for the experiments and are obtained by offline camera calibration. A model-based approach for the measurement of the internal camera parameters is
described in Section 3.2.2. From these values, the aspect ratio a and height angle ϕheight
can be computed according to
a =

Nx fy
·
Ny fx

ϕheight = 2 arctan(

2fy
).
Ny

(A.16)

Geometric and photometric lens distortions are not included in the model defined by
(A.15). They are taken into account by compensating for the distortions in the original
frames and then applying the algorithms to the corrected frames. The compensation for
radial lens distortion as described in Section A.3.2 can also be performed using discrete
pixel coordinates
X = Xd (1 +

X

κi r2i )

i=1

Y

= Yd (1 +

X

κi r2i ),

(A.17)

i=1

with
r=

v
!
uÃ
u Xd 2
t

fx

Ã

Yd
+
fy

!2

.

(A.18)

The use of normalized coordinates for the computation of r simplifies the estimation of κ
in a hierarchical scheme since the value becomes independent of the image resolution.
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B Facial Animation Parameters

In the following table, the facial animation parameters of the head model described in
Section 3.4.1 are listed. The names of the FAPs correspond directly to the parameters
defined in MPEG-4 [MPG99] but the actual parameter numbers do not. In addition, 3
translational global head movement parameters are added to obtain a uniform description
of both global and local motion.
parameter number

description

0
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24

move h l eyeball
move h r eyeball
move v l eyeball
move v r eyeball
close upper eyelids
close upper r eyelid
close lower l eyelid
close lower r eyelid
raise l o eyebrow
raise r o eyebrow
raise l m eyebrow
raise r m eyebrow
raise l i eyebrow
raise r i eyebrow
squeeze l eyebrow
squeeze r eyebrow
stretch l nose
stretch r nose
raise nose
open jaw
move hori jaw
move fwd jaw
depress chin
puff l cheek
puff r cheek
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25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45

lift l cheek
lift r cheek
lower lowerlip
lower l cornerlip
lower r cornerlip
raise l cornerlip
raise r cornerlip
raise u midlip
raise l midlip
push pull upperlip
push pull lowerlip
stretch l cornerlip
stretch r cornerlip
squeeze l cornerlip
squeeze r cornerlip
head forwards backwards
head left right
head up down
head tilt
head roll
head turn
Table B.1: Facial animation parameters (FAPs).
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C Numerical Estimation Results

In the following tables, numerical values specifying the accuracy for the estimation experiments for camera calibration and facial expression analysis are presented in addition to
the diagrams shown in Sections 3.2.2 and 3.4.4, respectively.

C.1

FAP Estimation

σ of noise

4

10

11

12

13

19

27

28

29

0
2
5
10
20
50

0.02
0.03
0.05
0.10
0.21
0.78

0.04
0.04
0.06
0.11
0.23
0.69

0.03
0.04
0.05
0.07
0.15
0.56

0.03
0.04
0.06
0.11
0.22
0.62

0.01
0.02
0.03
0.06
0.12
0.40

0.01
0.02
0.03
0.06
0.21
1.03

0.04
0.05
0.06
0.10
0.24
0.98

0.08
0.09
0.10
0.13
0.20
0.81

0.10
0.10
0.11
0.13
0.21
0.84

σ of noise

32

36

37

40

41

42

43

44

45

0
2
5
10
20
50

0.02
0.03
0.04
0.07
0.15
0.66

0.63
0.63
0.64
0.66
0.72
1.10

0.69
0.69
0.70
0.72
0.77
1.21

0.11
0.12
0.14
0.21
0.49
2.57

0.05
0.05
0.05
0.06
0.19
0.82

0.01
0.02
0.02
0.04
0.12
0.62

0.01◦
0.01◦
0.02◦
0.03◦
0.08◦
0.43◦

0.03◦
0.03◦
0.03◦
0.03◦
0.08◦
0.35◦

0.03◦
0.03◦
0.03◦
0.04◦
0.07◦
0.32◦

Table C.1: Absolute error of the estimated motion parameters averaged over 100 frames of a
synthetic sequence with additive Gaussian noise. All errors are measured in millimeters except
for parameters 43–45 which represent angular errors given in degrees.
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error
±
±
±
±
±
±

0
1
2
3
4
5

mm
mm
mm
mm
mm
mm

error
±
±
±
±
±
±

0
1
2
3
4
5

mm
mm
mm
mm
mm
mm

4

10

11

12

13

19

27

28

29

0.02
0.16
0.30
0.43
0.58
0.74

0.04
0.23
0.47
0.70
0.96
1.17

0.03
0.17
0.33
0.50
0.67
0.83

0.03
0.27
0.55
0.82
1.10
1.35

0.01
0.20
0.39
0.59
0.78
0.96

0.01
0.12
0.23
0.33
0.41
0.51

0.04
0.15
0.29
0.43
0.59
0.74

0.08
0.27
0.51
0.76
1.02
1.27

0.10
0.24
0.46
0.68
0.89
1.10

32

36

37

40

41

42

43

44

45

0.02
0.16
0.32
0.51
0.69
0.86

0.63
0.69
0.76
0.84
0.90
0.97

0.69
0.77
0.84
0.91
1.01
1.09

0.11
0.42
0.83
1.27
1.77
2.32

0.05
0.10
0.17
0.25
0.35
0.46

0.01
0.07
0.14
0.22
0.33
0.45

0.01◦
0.06◦
0.13◦
0.21◦
0.30◦
0.38◦

0.03◦
0.04◦
0.05◦
0.08◦
0.11◦
0.14◦

0.03◦
0.06◦
0.11◦
0.16◦
0.24◦
0.34◦

Table C.2: Absolute error of the estimated motion parameters averaged over 100 frames. The
frames of the sequence are rendered from a 3-D model with distorted control point positions. All
errors are measured in millimeters except for parameters 43–45 which represent angular errors
given in degrees.

C.2

Camera Calibration

σ error

a

ϕheight

κ1

Rx

Ry

Rz

tx

0.0mm
0.1mm
0.25mm
0.5mm
1.0mm
2.5mm

0.003%
0.010%
0.018%
0.033%
0.061%
0.214%

0.04%
0.10%
0.19%
0.30%
0.53%
1.66%

0.001
0.002
0.004
0.006
0.013
0.042

0.004◦
0.008◦
0.012◦
0.021◦
0.043◦
0.122◦

0.004◦
0.007◦
0.014◦
0.021◦
0.036◦
0.105◦

0.002◦
0.004◦
0.008◦
0.014◦
0.024◦
0.060◦

0.008mm
0.015mm
0.031mm
0.043mm
0.085mm
0.312mm

ty

tz

0.008mm 0.5mm
0.015mm 1.3mm
0.029mm 2.5mm
0.053mm 4.0mm
0.090mm 7.3mm
0.333mm 22.7mm

Table C.3: Average error of the estimated internal and external camera parameters for test
objects of varying accuracy. Aspect ratio a and height angle ϕheight are specified relative to
their mean ā = 43 and ϕ̄height = 0.5, respectively.
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Einleitung

Videokonferenzen, Telepräsenz und Fernunterricht sind Anwendungen von Videocodierung, die in den letzten Jahren ein erhebliches Interesse erlangt haben. Besonders der
Boom des Internets hat den Bedarf, Bildsequenzen über eine Vielzahl verschiedener
Kanäle übertragen zu können, erhöht. Dort gespeicherte Filme und Animationen können
geladen werden, aber es werden auch interaktive Anwendungen zur Verfügung gestellt,
wie zum Beispiel virtuelle Agenten oder Videokommunikation über WebCams.
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Die Übertragung von Bildsequenzen stellt jedoch hohe Ansprüche an die Speicherkapazitäten und Datenraten der Netzwerke. Für die unkomprimierte Übertragung von
Video in Fernsehqualität sind zum Beispiel Datenraten von mehr als 100 Mbps nötig.
Auch wenn die zeitliche und örtliche Auflösung der Sequenz erheblich reduziert wird
(beispielsweise auf QCIF, 10 Hz), sind die resultierenden Bitraten für eine Übertragung
über heutige preiswerte Kanäle immer noch zu hoch. Übliche Netzwerke wie das analoge Telefonnetz (PSTN), ISDN-Netze und viele Computernetzwerke stellen nur niedrige
Bitraten zur Verfügung und können die Datenmengen, die enstehen, wenn Video unkomprimiert übertragen wird, nicht verarbeiten. Noch kritischer ist die Situation für drahtlose
Übertragungssysteme, die für Handys und “persönliche digitale Assistenten” (PDAs) verwendet werden. Deshalb ist eine effiziente Codierung von Bildsequenzen unverzichtbar,
um Videoübertragung zu ermöglichen.
In den letzten Jahren wurden Videocodierstandards wie H.261, MPEG-1, MPEG-2
und H.263 vorgestellt, die eine Kompression von digitalem Video zu Speicher– und Kommunikationszwecken anstreben. H.263 [ITU98a] wie auch die anderen Standards beschreiben ein hybrides Videocodierverfahren, das aus blockbasierter bewegungskompensierender Prädiktion (MCP) und DCT-basierter Quantisierung des Prädiktionsfehlers besteht.
Der kürzlich verabschiedete MPEG-4 Standard [MPG99] folgt dem gleichen Videocodierprinzip. Diese wellenformbasierten Verfahren nutzen die Statistik des Videosignals ohne
Wissen über den semantischen Inhalt der Bilder aus und erreichen Kompressionsraten
von etwa 100:1 bei akzeptabler Qualität.
Wenn semantische Information über die Szene geeignet miteinbezogen wird, kann eine
höhere Codiereffizienz durch die Verwendung komplexerer Quellenmodelle erreicht werden. Modellbasierte Videocodecs [WSW90, Pea95] nutzen beispielsweise 3-D-Modelle, die
die Form und Textur der Objekte in der Szene beschreiben. Die 3-D-Objektbeschreibungen
werden typischerweise nur ein einziges Mal codiert. Während der Codierung der Videosequenz werden dann die einzelnen Bilder durch einen Parametersatz charakterisiert, der die
3-D-Bewegung und Verformung dieser Objekte beschreibt. Da nur eine kleine Anzahl an
Parametern übertragen wird, sind extrem niedrige Bitraten erreichbar. Am Decoder wird
die Videosequenz dann wieder rekonstruiert, indem die 3-D-Modelle bewegt und verformt
und die 3-D-Szene mit aus der Computergraphik bekannten Methoden gezeichnet wird.
Diese Dissertation behandelt die Analyse von Bildsequenzen anhand von Kopf– und
Schulterszenen, die häufig in Anwendungen wie der Videotelefonie oder Videokonferenzen
auftreten. Solche Sequenzen zeigen typischerweise eine Person, die sich vor einem statischen Hintergrund bewegt, und können daher mittels eines 3-D-Kopfmodells, das zur
Erzeugung von Gesichtsausdrücken animiert wird, beschrieben werden. In dieser Arbeit
wird ein neues System für die modellbasierte Schätzung von dreidimensionaler Bewegung
und Verformung aus zweidimensionalen Bildern vorgestellt. Parameter, die die Gesichtsausdrücke und die Kopfbewegungen beschreiben, werden unter Verwendung von Infor-
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mation aus dem optischen Fluss zusammen mit expliziten Bewegungsmodellen von den
Objektbeschreibungen geschätzt. Die Berücksichtigung von photometrischen Eigenschaften der Szene führt auch bei veränderlicher Beleuchtung zu robusten Schätzalgorithmen.
Experimente zeigen, dass Bitraten von weniger als 1kbps erreicht werden können, wenn
Kopf– und Schulterszenen mit den vorgestellten Verfahren codiert werden. Dies ermöglicht
die Übertragung solcher Videosequenzen über beliebige Netzwerke und eröffnet neue
Möglichkeiten für eine Vielzahl von Anwendungen.

D.3.1

Wesentliche Beiträge der Arbeit

In dieser Arbeit werden mehrere Beiträge auf dem Gebiet der modellbasierten Analyse
und Synthese von Kopf– und Schulterszenen geleistet. Die wichtigsten Beiträge dieser
Dissertation können wie folgt zusammengefasst werden:
• Es wird gezeigt, dass die Verwendung dreidimensionaler Modelle der Objekte in
einer Szene die Codiereffizienz für bestimmte Videosequenzen erheblich steigert.
Die Kombination von a priori Wissen, gegeben durch Form und Farbe des Objekts, mit komplexen Bewegungsmodellen erlaubt eine kompakte Repräsentation
von Szenenänderungen und führt zu niedrigen Datenraten bei der Codierung
von Bildsequenzen. Dies wird anhand von Kopf– und Schulterszenen mittels
zweier verschiedener Codierverfahren untersucht, die expliziten Nutzen aus der
3-D-Modellinformation ziehen: der modellbasierte Coder, der für extrem niedrige Datenraten entworfen wurde, und der modellunterstützte Coder, der die Codiereffizienz
des modellbasierten Codecs mit der Allgemeingültigkeit von wellenformbasierten
Codecs kombiniert.
• Es wird ein neuartiger Algorithmus für die Schätzung von Gesichtsparametern
(FAPs) vorgestellt. Sowohl globale Kopfbewegung wie auch durch Gesichtsausdrücke
verursachte lokale Verformungen werden unter Verwendung von Information aus
dem optischen Fluss und Wissen von 3-D-Modellen gemeinsam bestimmt. Um einen
robusten Schätzer zu erhalten, werden explizite Bewegungsmodelle entwickelt, die
die möglichen Lösungen einschränken. Diese neue Bewegungsbeschreibung erlaubt
eine einheitliche Berücksichtigung von sowohl globaler als auch lokaler sowie translatorischer und rotatorischer Bewegung. Der Algorithmus ist in ein hierarchisches,
lineares System eingebettet, das die Bewegungs– und Deformationsparameter mit
geringer Rechenkomplexität bestimmt.
• Der Schätzalgorithmus wird erweitert, um auch mit unkalibrierten Bildern arbeiten
zu können. Brennweite, Bildgeometrie und Linsenverzerrungen werden gemeinsam
mit den Bewegungsparametern geschätzt. Das Verfahren kann zur modellbasierten
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Kamerakalibrierung verwendet werden, um die internen und externen Kameraparameter aus einem oder mehreren Bildern eines Kalibrierkörpers zu bestimmen. Im
Gegensatz zu merkmalsbasierten Methoden nutzt der vorgestellte Algorithmus das
ganze Bild und kann auch mit komplexeren Kalibrierkörpern verwendet werden.
• Es wird gezeigt, dass die Berücksichtigung der photometrischen Effekte in der Szene die Robustheit und Genauigkeit der modellbasierten 3-D-Bewegungsschätzung
erheblich erhöhen kann. Ein neues Verfahren wird vorgestellt, das die Beleuchtungssituation in der Szene mit einem linearen Ansatz geringer Komplexität schätzt.
3-D-Modellinformation wird herangezogen, um die Parameter, die die Beleuchtungsrichtung und die Intensität der Lichtquellen beschreiben, zu bestimmen.
• Ein kompletter modellbasierter Codec wird für die effiziente Codierung von Kopf–
und Schultervideosequenzen vorgestellt. Bewegungs–, Verformungs– und Beleuchtungsparameter werden geschätzt und übertragen, um die Sequenz am Decoder mit
guter visueller Qualität rekonstruieren zu können. Es wird gezeigt, dass für typische Kopf– und Schultersequenzen, die mit 25 Bildern pro Sekunde codiert werden,
Bitraten von etwa 1kbps bei 34 dB PSNR (gemessen im Objektbereich) erreicht
werden können.
• Ein neuartiges Codierverfahren namens modellunterstützte Codierung (MAC)
wird vorgestellt, das die Effizienz der modellbasierten Codierung mit der Allgemeingültigkeit eines wellenformbasierten Coders, der beliebige Videosequenzen codieren kann, kombiniert. Ein H.263 Videocodec wird dahingehend erweitert, dass
Informationen von einem modellbasierten Coder auf neue Weise eingebracht werden
können. Anstatt das aktuelle Bild der Videosequenz nur von dem zuletzt decodierten Bild zu prädizieren, wird bei der bewegungskompensierenden Prädiktion (MCP)
ebenfalls das synthetische Bild des modellbasierten Coders berücksichtigt. Aufgrund
der Mode–Entscheidung mit Ratennebenbedingung kann der modellunterstützte Coder nicht schlechter als H.263 arbeiten, auch wenn der modellbasierte Coder die
aktuelle Szene nicht beschreiben kann. Wenn die Objekte in der Szene jedoch mit
den 3-D-Modellen des Codecs übereinstimmen, werden erhebliche Verbesserungen in
der Codiereffizienz erzielt. In Experimenten werden Bitrateneinsparungen von etwa
35 %, verglichen mit dem Testmodell TMN-10 des H.263–Standards, gezeigt.

D.3.2

Gliederung der Dissertation

Diese Dissertation ist wie folgt gegliedert. In Kapitel 2, “Grundlagen und Stand der Forschung”, wird kurz der Stand der Technik in der modellbasierten Videocodierung und der
Analyse von Gesichtsausdrücken besprochen. Darüber hinaus werden verwandte Arbeiten
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zur Schätzung photometrischer Eigenschaften einer Szene und zur Codierung von Kopf–
und Schultersequenzen mittels expliziter 3-D-Modelle vorgestellt.
Kapitel 3, “Modellbasierte Schätzung von Bewegung und Verformung”, ist das zentrale Kapitel dieser Arbeit. Hier werden die entwickelten Algorithmen für die modellbasierte Schätzung von Bewegungs–, Verformungs–, Beleuchtungs– und Kameraparametern aus Bildsequenzen im Detail beschrieben. Das Kapitel beginnt mit dem einfachen Fall der Starrkörperbewegungsschätzung, anhand dessen das grundlegende Prinzip, die Kombination von 3-D-Modell– mit 2-D-Bildinformation, die Analyse–Synthese–
Schleife und der hierarchische Schätzansatz erklärt werden. In den folgenden Abschnitten
wird das Schätzprinzip beibehalten, während die Quellenmodelle ausgetauscht werden,
um verschiedene Parametersätze zu bestimmen. In Abschnitt 3.2 werden zusätzlich zu
den Bewegungsparametern noch interne Kameraparameter bestimmt. Dies ermöglicht
die Verwendung unkalibrierter Bildsequenzen oder die Berücksichtigung von Zoomobjektiven. In Abschnitt 3.3 wird das System dahingehend erweitert, dass zusätzliche
Parameter zur Beschreibung der Szenenbeleuchtung bestimmt werden. Es wird gezeigt, dass die Berücksichtigung photometrischer Effekte sowohl die Genauigkeit der
3-D-Bewegungsschätzung als auch die Rekonstruktionsqualität am Decoder verbessert.
Da die Starrkörperannahme nur auf eine begrenzte Klasse von realen Objekten angewendet werden kann, werden in Abschnitt 3.4 zusätzliche Verformungsparameter geschätzt.
Dies wird exemplarisch für die Analyse von durch Gesichtsausdrücke verursachten Oberflächendeformationen untersucht und führt zu einem robusten System zur gemeinsamen
Schätzung von globaler und lokaler Gesichtsbewegung.
In Kapitel 4, “Modellbasierte Codierung von Kopf– und Schultersequenzen”, werden
die Schätzverfahren des vorangegangenen Kapitels auf die modellbasierte Videocodierung
angewandt. Codierergebnisse für verschiedene Kopf– und Schultersequenzen werden gezeigt. Außerdem wird der Einfluss zusätzlicher Objekte und veränderlicher Beleuchtung
auf die Rekonstruktionsqualität untersucht.
In Kapitel 5, “Modellunterstützte Codierung”, wird das Konzept der modellunterstützten Codierung vorgestellt. Das Einbringen von Modellinformation in einen hybriden Coder, der die Prädiktion aus mehreren Bildern unterstützt, und die notwendigen
Änderungen, die am Codec vorgenommen werden müssen, werden beschrieben. Experimente zeigen die verbesserte Codiereffizienz im Vergleich zu einem State-of-the-Art H.263
Videocodec.

D.4

Zusammenfassung

In dieser Arbeit wird gezeigt, dass die Verwendung dreidimensionaler Modelle und die
Berücksichtigung photometrischer Veränderungen in der Szene die Effizienz bei der Codierung von Videosequenzen erheblich verbessern können. Dies wird anhand zweier Vi-
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deocodierschemata – modellbasierter Codierung und modellunterstützter Codierung – gezeigt, die beide auf niederratige Videokompression abzielen. Bei beiden Verfahren spielt
die genaue Modellierung der realen Szene eine Schlüsselrolle. Nur wenn die Bewegung,
Verformung, Form und Farbe der Objekte in der Szene korrekt wiedergegeben werden,
können hohe Codiergewinne und visuell ansprechende Ergebnisse erzielt werden. Sehr
viel größere Schwierigkeiten als die Synthese von Modellbildern, d.h. die Projektion der
3-D-Modelle in die 2-D-Bildebene, bereitet die Analyse von Videosequenzen. Die robuste
und genaue Schätzung von 3-D-Bewegung und Verformung aus 2-D-Bildern ist in den
heutigen Ansätzen nach wie vor nicht zufriedenstellend gelöst. Ein großer Teil der Arbeit
beschäftigt sich deshalb mit der Bestimmung von 3-D-Modellparametern, die die aktuelle
Szene beschreiben. Algorithmen für die modellbasierte Analyse von 3-D-Bewegung, Kameraeinstellungen, Szenenbeleuchtung, Oberflächendeformationen und insbesondere von Gesichtsausdrücken werden vorgestellt. All diese Verfahren werden in ein Analyse–SyntheseSystem eingebettet, da eine pixelgenaue Repräsentation der synthetischen Bilder angestrebt wird.
Das Prinzip, explizite 3-D-Information mit Bilddaten zu kombinieren, um eine robuste Parameterschätzung zu erreichen, liegt allen vorgestellten Algorithmen zugrunde. Für den speziellen Fall der Starrkörperbewegungsschätzung sind die Position und
Orientierung eines statischen 3-D-Modells, das Form und Textur des Objekts spezifiziert, eindeutig durch die 6 Parameter für Rotation und Translation definiert. Unter
Berücksichtigung der projektiven Geometrie der Kamera wird eine explizite lineare Beschreibung für das Disparitätsfeld in der Bildebene aus der 3-D-Bewegung hergeleitet.
Es wird gezeigt, dass eine geeignete Wahl des Ursprungs der Linearisierung die entstehenden Fehler verringern kann, ohne den Rechenaufwand zu beeinflussen. Die Integration der optischen Fluss–Information und des Disparitätsmodells in ein hierarchisches
Analyse–Synthese–System erlaubt die Schätzung der Starrkörperbewegung mit geringem
Rechenaufwand. Experimente bestätigen, dass die Ausnutzung der gesamten Bildinformation und restriktive Bewegungseinschränkungen zu robusten Lösungen des Problems
der 3-D-Bewegungsschätzung aus 2-D-Bildern führt. Auch bei Vorhandensein von Rauschen wird die Objektposition exakt bestimmt, solange die Modellannahmen nicht verletzt
werden.
Den gleichen Prinzipien folgend wird eine neue modellbasierte Kamerakalibrierungsmethode vorgestellt, die die internen und externen Kameraparameter aus Bildern eines
bekannten Kalibrierkörpers bestimmt. Wieder führt die Ausnutzung von a priori Wissen
über Form und Farbe des Testkörpers zu einer genauen Schätzmethode für Brennweite,
Bildverhältnis und radiale Linsenverzerrungen der Kamera. Der modellbasierte Ansatz
nutzt die gesamte Bildinformation in einer Analyse–Synthese–Schleife aus und benötigt
keine Bestimmung von Punktkorrespondenzen. Dies erlaubt die Anwendung von beliebigen Kalibrierkörpern mit komplizierten Texturen, die mit traditionellen Verfahren schwer
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zu nutzen sind. Der vorgestellte Algorithmus kann einfach erweitert werden, so dass die
Parameter auch von mehreren Bildern, die mit einer Kamera mit konstanten Parametereinstellungen aufgenommen wurden, geschätzt werden können. Experimente belegen den
Gewinn durch die gemeinsame Nutzung mehrerer Bilder für die Kalibrierung.
Ein wichtiger Aspekt in Computer Vision, der oft vernachlässigt wird, ist der Einfluss der Beleuchtung auf die Szene. Kleine Variationen in der Beleuchtung oder sogar
Objektbewegungen verletzen die gebräuchliche Annahme der konstanten Objektpunkthelligkeit (brightness constancy assumption). In dieser Arbeit wurde gezeigt, dass die
explizite Berücksichtigung photometrischer Effekte in dem Schätzansatz die Qualität der
synthetisierten Bilder und die Genauigkeit der geschätzten Bewegungen erheblich verbessern kann. Ein linearer Algorithmus geringer Komplexität ist vorgestellt worden, der
sowohl die Intensität von farbigem ambientem und gerichtetem Licht als auch die Beleuchtungsrichtung unter Ausnutzung von Oberflächennormaleninformation aus der 3-D-Szene
bestimmt. Die Schätzung der Lichtquelleneigenschaften erlaubt die Anpassung der Beleuchtung der virtuellen Szene an die der Kamerabilder. Für Sequenzen mit variabler
Beleuchtung werden Gewinne in der Rekonstruktionsqualität von bis zu 8 dB PSNR erreicht. Aber auch für relativ konstante Beleuchtung zeigen Bewegungsschätzexperimente,
die an natürlichen Bildern durchgeführt wurden, Verbesserungen der Parametergenauigkeit um 40 %, wenn die photometrischen Eigenschaften der Szene berücksichtigt werden.
Die Analyse von Gesichtsausdrücken erfordert die Schätzung sehr feiner, lokaler Oberflächenverformungen zusätzlich zur globalen Kopfbewegung. Dies wiederum erhöht die
Zahl der für ein Bild zu schätzenden Parameter erheblich, wenn die Gesichtsausdrücke
im Modellbild akkurat reproduziert werden sollen. In dieser Arbeit wurde gezeigt, dass
diese hochdimensionale Optimierung zu bewältigen ist, falls a priori Wissen über Farbe und Form der Objekte und explizite Bewegungsmodelle, die die Gesichtsbewegungen
einschränken, herangezogen werden. Eine neue Methode zur Schätzung von Gesichtsparametern wird vorgestellt, die globale und lokale Bewegungen des Gesichts gleichzeitig
bestimmt. Die gemeinsame Schätzung erlaubt das Ausnutzen der gesamten Bildinformation, ohne stark texturierte Gesichtsmerkmale auszuschließen, die oft als Ausreißer der globalen Bewegungsschätzung betrachtet werden. Differenzierte Bewegungsfelder, die durch
Hintereinanderreihung zahlreicher Translationen und Rotationen repräsentiert werden,
können kompakt und einheitlich durch einen kleinen Satz von Parametern beschrieben
werden, wenn die vorgestellten hierarchischen Bewegungsmodelle verwendet werden. Die
Robustheit des Algorithmus wird zusätzlich durch Hinzufügen von Nebenbedingungen
in Form von Ungleichungen erhöht, die den erlaubten Definitionsbereich der Parameter
einschränken, ohne auf die Linearität und daher die Recheneffizienz des Schätzers zu verzichten. Experimente zeigen die Fähigkeit des Algorithmus, einen Gesichtsparametersatz
robust zu schätzen. Dabei treten Lokalisierungsungenauigkeiten von weniger als einem
Millimeter auch bei Vorhandensein von Kamerarauschen und Formfehlern auf.
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Für die Anwendung der modellbasierten Videocodierung werden die vorgestellten Algorithmen für die Schätzung von Bewegung, Gesichtsausdrücken und Beleuchtung in einem robusten System zum Zweck der effizienten Codierung von Videosequenzen integriert.
Der modellbasierte Codec rekonstruiert die zu kodierende Bildsequenz durch Rendern einer synthetischen aus 3-D-Modellen bestehenden Szene. Im Falle einer Kopf– und Schulterszene wird ein 3-D-Kopfmodell verwendet, das animiert werden kann, um die gleichen
Gesichtsausdrücke wie die der Person im Video zu zeigen. Da nur eine geringe Anzahl an
Parametern zur Beschreibung von Bewegung und Verformung übertragen werden muss,
werden extrem niedrige Bitraten erzielt. Codierexperimente mit mehreren natürlichen
Kopf– und Schultersequenzen haben gezeigt, dass Bitraten von etwa 1 kbps bei einer Rekonstruktionsqualität von ungefähr 34 dB PSNR erreicht werden können. Dies liegt bei
weitem über den Möglichkeiten eines wellenformbasierten Codecs, gilt aber nur für eingeschränkte Szenarios. Die Berücksichtigung der Szenenbeleuchtung und der Bewegung
mehrerer Objekte erhöht darüber hinaus die Anwendbarkeit des modellbasierten Coders
auf allgemeinere Bildsequenzen.
Der modellunterstützte Coder erweitert den modellbasierten Ansatz, indem der modellbasierte Coder in einen hybriden Videocoder, der die Prädiktion aus mehreren Bildern
unterstützt, integriert wird. Die Fähigkeit, Restfehlercodierung und Prädiktion aus dem
zuletzt decodierten Bild und dem Modellbild durchzuführen, sichert die Fähigkeit, beliebige Bildsequenzen codieren zu können. Aufgrund der Verwendung dreidimensionaler
Modelle, die die Szene beschreiben, übertrifft der modellunterstützte Coder die Effizienz
eines State-of-the-Art H.263 Coders erheblich bezüglich Rate und Verzerrung. Bei der
Codierung von Kopf– und Schultersequenzen wurden in einem Vergleich des modellunterstützten Coders mit dem TMN-10 Coder Bitrateneinsparungen bei gleicher Rekonstruktionsqualität von etwa 35 % gemessen. Die Codierung komplexerer Sequenzen mit
mehreren Objekten führte sogar zu Bitrateneinsparungen von mehr als 60 %, wenn die
Szene korrekt durch 3-D-Modelle repräsentiert wird.
Die Ergebnisse dieser Dissertation legen daher nahe, dass die Verwendung dreidimensionaler Modelle und die Berücksichtigung von Beleuchtungseffekten die Codiereffizienz
eines Videoübertragungssystems signifikant erhöhen können. Es wurden mehrere Beiträge
auf dem Gebiet der 3-D-Analyse von Bildsequenzen im Kontext der niederratigen Codierung gemacht. Sowohl der modellbasierte als auch der modellunterstützte Coder zeigen
erhebliche Verbesserungen gegenüber einem wellenformbasierten Codec. Neben der hohen Codiereffizienz ermöglicht der modellbasierte Ansatz auch eine Verbesserung und
Beeinflussung der Sequenz, was eine Reihe neuer Anwendungen eröffnet wie zum Beispiel
Charakteranimationen für Film– und Fernsehproduktionen, Computerspiele und InternetAnimationen.
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