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ABSTRACT
In this paper, we present a method to speed up video encoding of
GPU rendered scenes. Modern video codecs, like H.264/AVC, are
based on motion compensation and support partitioning of macroblocks, e.g. 16x16, 16x8, 8x8, 8x4 etc. In general, encoders use
expensive search methods to determine suitable motion vectors and
compare the rate-distortion score for possible macroblock partitionings, which results in high computational encoder load. We present a
method to accelerate this process for the case of streaming graphical
output of unmodified commercially available 3D games which use
a Skybox or Skydome rendering technique. For rendered images,
usually additional information from the render context of OpenGL
resp. DirectX is available which helps in the encoding process. By
incorporating the depth map from the graphics board, such regions
can be uniquely identified. By adapting the macroblock partitioning accordingly, the computationally expensive search methods can
often be avoided. Further reduction of encoding load is achieved
by additionally capturing the projection matrices during the Skybox
rending and using them to directly calculate a motion vector which
is usually the result of expensive search methods. In experiential
results, we demonstrate the reduced computational encoder load.
Index Terms— video coding, macroblock partitioning, motion
estimation, computer graphics content
1. INTRODUCTION
The remote visualization of interactive 3D applications with high
quality and low delay is a longstanding goal. Generally, there are
two frequently used approaches: a) the streaming of graphics commands/objects/textures and rendering of the images on client side,
and b) a server side rendering of the images and streaming as an encoded video sequence. For both approaches, there are several tools
available, but most of them introduce a delay which make them unsuitable for highly interactive applications like computer games.
In this paper, we focus on the video streaming method, where
the 3D application renders the output at the server [1]. The synthesized images are grabbed from the framebuffer and encoded as
video using H.264/AVC [2]. In video coding, temporal correlation is mostly exploited by block-based motion compensation, where
the macroblocks of the current frame are predicted from previous
frames. The search for the best motion vector is usually a demanding
process. In H.264/AVC, also differently sized macroblock partitions
(see figure 2) are supported to account for object discontinuities or
non smooth motion. A simple approach for such a partitioning taken
by generic H.264/AVC encoder implementations is to test all pos-

sible subdivisions for each macroblock and to search for the best
rate-distortion score. Although clever search methods have been developed, macroblock partitioning and motion vector estimation generate the major load of video encoding. This paper deals with the
optimization of motion estimation and macroblock partitioning for
the particular case of synthesized graphics by exploiting additional
information from the render context.
For streaming the visual output of applications in real-time, the
delay between rendering on server side and output presentation on
client side is crucial. This is especially true for highly interactive 3D
applications like computer games. An approach to reduce the computational load of the macroblock partitioning has been presented
in [3]. The authors propose a technique based on the motion field
distribution and correlation within the macroblock by observing the
16 motion vectors obtained by motion estimation of the smallest 4x4
blocks. An approach taking information of the graphics board into
account for enhanced performance is ”distance dependent quantization” [4] which encodes closer foreground objects with higher quality than the background.

2. APPLICATION FRAMEWORK
The proposed optimization is embedded into a larger framework
for remote gaming that is developed in the European project
Games@Large [5]. This system targets at providing a platform
for remote gaming in home, hotel, internet cafes, and other local
environments. Instead of executing the game locally on a PC, e.g. in
the hotel room, it runs on a central server and the graphical and audio
output is distributed over a LAN to smaller and cheaper end devices
like settop boxes, notebooks, or hand held devices. Since regular,
commercially available games shall be supported, no modifications
to the game code can be accepted.
For the transmission of the graphical output of the games,
two solutions are supported. For high resolution content, graphics streaming is used. For that purpose, the graphics commands
are intercepted before they reach the graphics library OpenGL or
DirectX. The commands are encoded, streamed to the client and
rendered there [6, 5]. The solution to transmit graphical output to
small end-devices like handhelds or PDAs, which usually do not
have hardware graphics rendering capabilities, is video streaming.
The challenges for this approach are to achieve a very low delay
to handle interactive gaming over networks and to reduce the encoding complexity, since encoding has to be executed in parallel
to the game. The following paper describes one method for this
complexity reduction employed within the framework.

2.1. Skybox Rendering Technique
The Skybox rendering technique is a method commonly used for efficiently modeling the distant environment of a game’s scene. The
inner six sides of a large box containing the scene are textured with
suitable images, typically of high quality to gain nice visual appearance. Since the Skybox represents the most distant scene elements,
it is rendered first during scene update. Depth check is disabled to
prevent scene elements being occluded by the Skybox. A variant of
the Skybox is the Skydome, where a sphere or hemisphere is used
instead of a box. The disabled depth check during the rendering of
the Skybox results in uniquely identifiable regions in the z-buffer of
the graphics card (shown in Figure 1). And, since Skyboxes have
to be updated at the beginning of each scene update, the projection
matrices can be captured without any ambiguity.

Fig. 2. Macroblock partitioning in H.264/AVC.

pre-loading the OpenGL library with a proxy library implementing
the functions of interest [7, 6]. The functions inside the proxy library
have full access to the OpenGL context and have to forward the invocation to the original OpenGL library. Similar concepts exist for
OpenGL and DirectX on Windows, e.g. by using a Proxy DLL.
For the optimizations to be applicable, some additional data besides the framebuffer have to be captured from the graphics board: a
depth-map originating from the z-buffer used for identifying Skybox
regions and projection matrices of the Skybox which are additionally
exploited to predict motion vectors within the area. The projection
matrices are captured during rendering of the Skybox, directly after
the swap buffer command.
3.2. Optimized Macroblock Partitioning

Fig. 1. Output of the 3D computer games OpenArena (upper row)
and PenguinRacer (lower row) together with their corresponding
depth maps with identified Skybox regions colored in blue.

2.2. Macroblock Partitioning in H.264/AVC
Macroblocks in H.264/AVC are of fixed size with 16x16 pixels [2].
Each macroblock can be subdivided into blocks which are independently processed during the motion compensation, assigning a motion vector to each subblock. Possible macroblock partitions are:
16x16, 16x8, 8x16, 8x8. Additionally, the 8x8 partitions can be further subdivided into partitions of size: 8x8, 8x4, 4x8, and 4x4. This
is depicted in figure 2. Finer partitions, e.g. 4x4, are well suited
for regions of the input image with sophisticated motion originating,
e.g., from multiple small objects or object boundaries. On the other
hand, coarser partitions, e.g. 16x16, are better suited for smooth areas. Since broader macroblock partitions produce smaller bit rates as
less motion vectors are required, they are preferable for smooth areas
(like Skybox regions) considering the rate-distortion optimization.
3. PROPOSED OPTIMIZATION
3.1. Capturing Rendering Context Information
There are several ways to capture the additional graphics information required to optimize the streaming of a 3D game as video. One
way is to intercept OpenGL commands of 3D games on Linux by

The areas corresponding to Skybox regions are clearly identifiable
in the z-buffer which can easily be read together with the frame
buffer. Since motion within the Skybox is extremely smooth due
to the large, rather constant distance, it can usually be described by
large macroblocks without sacrificing coding efficiency. The proposed optimization for that case is therefore quite simple: Pure Skybox regions are not considered for further partitioning. That means
each macroblock lying completely in the Skybox region will be encoded as one 16x16 block, without testing the rate-distortion value
for any possible partitioning.
3.3. Optimized Motion Vector Estimation
To speedup the motion vector estimation for each macroblock partition lying completely in the Skybox region, the costly search for
a motion vector has been replaced by a direct calculation using 3D
geometry information from the game, which is similar to the method
presented in [8]. However, we do not assume any changes to the
graphics application as in [8] but derive the information directly from
the unchanged application by intercepting graphics commands.
For each such macroblock partition, the corresponding 3D location is calculated by back-projecting the center pixel’s location using
the depth value and the current projection matrices used by the game
to render the Skybox. The depth of the point is taken from the zbuffer obtained from the graphics board. This 3D location is then
projected to the pixel location in the previous frame using the corresponding projection matrices. The motion vector is the difference
of both locations, scaled by four, to account for quarter-pixel resolution of H.264. In contrast to [8], we do not use gluProject()
and gluUnproject() of the OpenGL Utility Library. Instead,
we have implemented the motion vector calculation in a way that
all pixel independent calculations like scaling, matrix-inversion and
matrix-matrix-multiplication are performed just once per frame. As

a result, the calculation of the previous pixel location corresponding
to the current macroblock partition center is just a multiplication of
a 3 × 3-matrix with a 3-vector.
3.4. Combination with Fast Skip Detection
The proposed optimizations can be easily combined with fast skip
detection algorithms which are based on characteristics of the 16x16
macroblock partitioning, like the one proposed in [9]. Therefore,
the 16x16 partitioning is performed at first, followed by the fast skip
decision. In cases where no fast skip applies, the proposed optimizations follow as discussed above.
4. EXPERIMENTAL RESULTS
In all our experiments we have disabled CABAC (Content-Based
Adaptive Binary Arithmetic Coding [10]) which reduces the resulting bit rate typically about 10% at the cost of increased computational load of encoding and decoding. Since CABAC takes place
after the motion compensation and macroblock partitioning it is an
optimization to reduce the bit rate independent of the proposed technique.
We have tested our approach with different 3D computer games
running at different resolutions. The results shown in figure 3 have
been generated with the 3D computer games PenguinRacer (racing
game) and OpenArena (first person shooter), see figure 1, at VGA
(640x480) and QVGA (320x240) resolution with 20 FPS on a 2 GHz
computer. The left column of figure 3 depicts the rate-distortion performance for different optimization schemes while the right column
refers to the computational complexity of those approaches. In all
diagrams, three curves are shown. The upper red curve is generated
by the standard H.264 codec used as reference. The middle green
curve is obtained when exploiting the macroblock partitioning based
on Skybox analysis. Finally, the lower blue curve specifies the performance when both macroblock partioning and motion vector calculation inside the Skybox region is used. It is clearly visible that
the H.264 encoder using the presented Skybox optimizations always
outperforms standard H.264 encoders in terms of computational efficiency.
In PenguinRacer the Skybox region covers approximately half
the frame. Encoding time is reduced by approximately 17% while
the degradation in PSNR image quality is about 0.5 dB. Similar behavior can be seen for both VGA and QVGA resolution.
In OpenArena, where the Skybox region is about a quarter of the
frames, the degradation of PSNR image quality is close to zero. On
the other side, the reduction in encoding time for OpenArena using
only Skybox based macroblock partitioning is limited to about 5%.
The lack of results for Skybox motion prediction for OpenArena is
due to the game’s usage of an animated Skybox with motion not
contained in the matrices.
5. CONCLUSION
In this paper, we have presented a novel method to reduce the computational complexity of H.264 encoding for computer graphics generated image sequences by exploiting render context information of
the scene. This additional information is used to detect Skybox regions and predict a suitable macroblock partitioning instead of performing an exhaustive search. Additionally, the projection matrices
captured during Skybox rendering are used to directly calculate the
corresponding motion vector to again omit an exhaustive search.

With this approach, the encoding time has been reduced at only
small losses in PSNR performance. The experimental results demonstrate that a significant speedup can be gained with these optimizations, dependent on the scene structure.
Since complex animated Skyboxes become popular among 3D
computer games, new investigations will evaluate possibilities to
capture the projection information of complex animated Skyboxes,
where simple matrix capturing is not sufficient, and to extend motion
vector prediction to other regions as well.
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Fig. 3. Comparison of proposed optimizations and standard exhaustive search method for PenguinRacer (first and second row) and OpenArena
(third and fourth row) at QVGA (first and third row) and VGA (second and fourth) resolution.

