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Abstract—In this paper we present a compressed-domain
object tracking algorithm for H.264/AVC compressed videos and
integrate the proposed algorithm into an indoor vehicle tracking
scenario at a car park. Our algorithm works by taking an initial
segmentation map or bounding box of the target object in the
first frame of the video sequence as input and applying Graph
Cuts optimization based on a Markov Random Field model. Our
algorithm does not rely on pixels (except for the first frame) and
works by only using the codec motion vectors and block coding
modes extracted from the H.264/AVC bitstream via inexpensive
partial decoding. In this way, we manage to reduce the compute
and storage requirements of our system significantly compared
to “pixel-domain” tracking algorithms that first fully decode the
video stream and work on reconstructed pixels. We demonstrate
the quantitative performance of our algorithm over VOT2016
dataset and also integrate our algorithm into a camera-based
parking management system and show qualitative results in a real
application scenario. Results show that our compressed-domain
algorithm provides a good compromise between high accuracy
tracking and low-complexity processing showing that it is feasible
for scenarios requiring large-scale object tracking in bandwidthlimited conditions.
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Fig. 1. Overview of the proposed approach. Once motion is detected in
one of the video streams, the controller initializes a tracking task with the
location of the object of interest. Then, for each frame our algorithm (i)
partially decodes the H.264/AVC signal, (ii) estimates the probabilities on a
Markov Random Field model, (iii) generates the corresponding graph, and
(iv) determines the new object’s position by finding an exact solution of a
minimum s-t cut optimization problem in polynomial time.

I. I NTRODUCTION
Real-time visual object tracking plays a vital role in multimedia systems which integrate large-scale video analysis
for smart city applications, such as public security, traffic
control, and vehicle navigation. Such use cases call for scalable
low-complexity designs which are capable of simultaneously
analyzing a large amount of signals coming from several video
sources in a geographic region. In recent works, compresseddomain analytic methods [1], [2], which rely on video coding
artifacts of the compressed bitstream — such as motion vectors
(MV), macroblock partition, quantization coefficients — have
been proposed. When compared to pixel-based algorithms,
compressed-domain methods generally require less computational resources for both decoding and storing at the expense
of accuracy reduction.
In the problem of video object tracking, the goal is to keep
track of an object of interest as accurately as possible over
the course of a video sequence. Given the position of the
target on an initial frame (e.g. through a bounding box) and
a video bitstream, the method must continuously determine
the object’s position in the subsequent video frames [3]. For
instance, in a car park management scenario, object tracking

is essential for maintaining a fine spatio-temporal localization
of moving vehicles, pedestrians or cyclists in the monitoring
video sources at every moment after they have been detected.
Compressed-domain video analysis is especially challenging
due to the block-based motion compensation performed in the
video encoder. In summary, in order to encode a block A
with inter-frame prediction and exploit temporal correlations
for efficient compression, the encoder searches for a similar
neighboring block B in previously encoded pictures and
assigns the block A an MV pointing to the position of the
reference prediction block B. Since motion compensation
is optimized from a rate-distortion perspective targeting to
minimize the amount of bits spent for a particular quality,
this process may lead to a noisy MV field which does not
necessarily correspond to the actual object movement of the
objects in the scene between two frames [4]. Events such as
scaling and appearance of occluded objects also contribute to
this issue. Another challenge posed by this approach is the
lack of information about the object’s appearance, such as
color, edges and texture, since these features would require
full decoding of the compressed bitstream.

In this paper, we present a compressed-domain video object
tracking algorithm targeting H.264/AVC video streams. We
apply a probabilistic technique of Computer Vision for image
segmentation, known as Graph Cut [5], modeling it with MVs
instead of pixels, and adapting it to the additional temporal
dimension of video signals. With the use of a polynomialtime algorithm, our approach is able to efficiently find global
optima for the underlying optimization problem induced by
the probabilistic inference in order to determine the object’s
position at every frame. Furthermore, we provide an experimental evaluation of our method comparing it with a state-ofthe-art compressed-domain tracking method and demonstrate
the functionality of our algorithm in a system for car park
management which solely relies on the video streams obtained
from the infrastructure-mounted cameras to control parking
space and assist drivers. Fig. 1 depicts an overview of the
proposed approach.
The rest of the paper is organized as follows. Section II
describes our preprocessing methods, formulates the optimization problem in terms of energy minimization and proposes a
graph-based solution. Section III describes our experimental
setup and presents our results on a visual object tracking
benchmark. Section IV describes a system that integrates
our tracking algorithm into a parking management system.
Section V briefly presents the related work in the literature for
compressed-domain analysis. Section VI concludes the paper.
II. M ETHOD
We consider the video object tracking problem as a pixelwise segmentation task in which we distinguish between object
and non-object classes based on the binary segmentation from
the previous frame. Our assumption is that the user provides
an initial selection of the tracking object (ideally pixel-wise,
but in realistic conditions a bounding box also turns out to be
sufficient). We treat the tracking problem as an inference task
on an MRF model and use the minimum s-t cut optimization
to solve the problem. Some preprocessing steps as described
in Section II-A are necessary due to the inherent properties of
H.264/AVC standard [6].
A. Preprocessing
Our tracking algorithm uses two kinds of information available in the compressed bitstream: MVs and block coding
modes chosen by the encoder as result of a rate-distortion
optimization. Since H.264/AVC allows for variable-sized block
partitioning, we construct a uniformly sampled MV field by
mapping all MVs to 4x4 blocks. Specifically, we apply the
following preprocessing steps: (i) partially decode the video
stream (as in [7]), yielding a list of prediction blocks and
respective MVs; (ii) arrange these MVs into a two-channel
matrix in order to produce a uniform grid of vectors; (iii) for
intra-predicted blocks, which have no associated MVs, compute the Polar Vector Median as defined in [8] by employing
the MVs of the neighboring, not intra-coded blocks.
In order to make the method invariant to camera motion, we
apply global motion estimation on the MV field using a model
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Fig. 2. Graphical model of the MRF for a hypothetical 12×12 picture size.
Each round node represents a random variables to be inferred, corresponding
to a 4×4 block. Gray nodes represent observed random variables, i.e. the
t−1
and the MVs xn decoded in the current frame.
previous block states ωn
The edges indicate the assumed probabilistic conditional dependence.

with six parameters a1 , . . . , a6 , which are used to obtain a
linear approximation ṽx,y (a) of the MV at the position (x, y).
Then, given M MVs vx1 ,y1 , ..., vxM ,yM , the goal is to find the
6
global motion parameter
the sum of
PM a ∈ R which minimizes
squared residuals k=1 kṽxk ,yk (a) − vxk ,yk k2 . The optimal
solution a∗ is determined by solving this least squares problem
using an M-estimator [9]. As in [10], we only use MVs of
prediction blocks larger than or equal to 8×8 pixels since they
are less likely to belong to moving foreground. Finally, in order
to compensate the camera motion, we subtract from the MV
field the estimates ṽx,y (a∗ ) since they indicate the effect of
global motion at the respective coordinates.
B. Optimization Problem
We model the object tracking task as an inference problem using an MRF model based on [8]. In our model, we
assign every block a random variable that may get the value
1, for object, and 0, for non-object. As illustrated by the
graphical model in Fig. 2, for each block n = 1, . . . , N , the
corresponding observed MV xn is conditionally dependent on
the respective block state ωnt ∈ {0, 1}, and each block state is
conditionally dependent on its four-connected neighbors and
its state ωnt−1 in the previous frame. We formulate the inference task as a maximum-a-posteriori optimization problem
t−1
t
max P (ω1t , . . . , ωN
| x1 , . . . , xN , ω1t−1 , . . . , ωN
).

t
ω1t ,...,ωN

(1)

t−1
t
For convenience we denote ω1t , ..., ωN
as ω t ; ω1t−1 , ..., ωN
t−1
as ω ; and the objective function of (1) as f . From Bayes’
theorem and the conditional independences implied by the
MRF (cf . Fig. 2) it follows that
"N
#
Y
P (ω t , ω t−1 )
t
t
f (ω ) =
P (xn |ωn )
. (2)
P (x1 , . . . , xN , ω t−1 )
n=1

Consider the undirected graph relating the random variables ω t and ω t−1 , and note that every maximal clique in
it contains exactly two vertices. Moreover, the set of its
maximal cliques C can be partitioned into three subsets:

the set C1 = {{ωnt , ωnt−1 } | n = 1, . . . , N } of pair of vertices
corresponding to the same blocks in different frames; the
set C2 = {{ωit , ωjt } | {i, j} ∈ L} of neighboring blocks in the
frame t; and the set C3 = {{ωit−1 , ωjt−1 } | {i, j} ∈ L} of
neighboring blocks in the frame t − 1. (L denotes the set of
indices of the adjacent blocks in a same frame.) Then, its joint
probability can be factorized as
P (ω t, ω t−1) =

X
1
exp −
Ψ1n (Wn )
Z

−


X

Ψ2{ij}(W{ij}) −

Ψ3{ij}(W{ij}),

W{ij} ∈C3

W{ij} ∈C2

(3)

where Z is a normalization constant, and Ψk , k = 1, 2, 3,
are the potential functions. Eliminating the terms that do not
depend on the decision variables ω t , we obtain the following
from (2) and (3)
"N
#
N
X
Y
t
t
Ψ1n (ωnt , ωnt−1 )
f (ω ) ∝
P (xn |ωn ) exp −
n=1

n=1


−

X
{i,j}∈L

Ψ2{ij} ({ωit , ωjt }) . (4)

Finally, the optimization problem can be solved by minimizing the negative logarithm of f :
min
t
ω

N
X

t)
=:Un (ωn

X

Ψ2{ij}({ωit ,ωjt }) .
{z
}
|
{i,j}∈L

Ψ1n(ωnt ,ωnt−1) − lnP (xn|ωnt ) +
{z
}
|
n=1

k+α
.
(6)
K + αB
Additive smoothing is necessary in our model for both smoothing the histogram and guaranteeing non-zero probabilities,
which is required in order to calculate their logarithms.
In the model of the potential functions Ψ1n which correspond
to the temporal relation between the previous frame and
the current one, we follow the proposal in [8] of using a
measure of temporal continuity of the blocks. Basically, in
order to determine the temporal continuity Dn ∈ [0, 1] of
a block n ∈ {1, . . . , N }, we project it backwards onto the
previous frame according to its MV, and then determine the
percentage of its area lying on a block previously labeled as
object. Additionally, we apply a Gaussian filter with predefined
standard deviation σ on the matrix yielded by the calculation
of the temporal continuity in order to make it more robust to
noise. Then, we define, for all n = 1, . . . , N , the potential
(
C3 Dn
if ωnt = 0,
1
t
t−1
(7)
Ψn (ωn , ωn ) =
C3 (1 − Dn ) if ωnt = 1,
P (xn |ωnt ) =

Wn ∈C1

X

parametrized by C1 on the segmentation mask of the previous
frame. Furthermore, we compute these probabilities using
additive smoothing with parameter α > 0. In other words,
given the histogram of a class ωnt with a total of B bins and
for which K vectors were used to create it, if k is the number
of samples inside the bin corresponding to a given MV xn ,
then its conditional probability is given by

=:Bij (ωit ,ωjt )

(5)
Although this optimization problem has a combinatorial
search space, we can solve it efficiently in a Graph Cuts
framework [11]. This technique consists in finding a minimum
s-t cut on the graph formed by the lattice of random variables
to be inferred (cf . Fig. 2) connected to two additional vertices,
source and sink. For each arc of this graph, we assign a
weight corresponding to a term of the objective function (5)
so that each of its optimal solutions will necessarily have a
corresponding minimum s-t cut of the respectively constructed
graph. For that, we set the weights of the arcs between each
adjacent block (i, j) to the respective binary term Bij (ωit ,ωjt ),
with ωit 6= ωjt . Similarly, each arc between source and a
block n receives the value of the unary terms Un (0), and
each arc from a block n to sink receives Un (1). In our
implementation, we use the algorithm proposed by Goldberg et
al. [12], [13] to find a minimum s-t cut in polynomial time.
C. Modeling Probabilities and Potential Functions
To estimate the probabilities P (xn |ωnt = 0) and
P (xn |ωnt = 1) of the MV of the n-th block having the
value xn , we compute the two-dimensional histogram of
the MVs in the background and in the area of the object,
respectively. To increase robustness of the estimate, we use
an erosion morphological transformation with kernel size

where C3 > 0 is a predefined parameter.
Finally, we model the potential functions Ψ2{ij} which
account for the relation between adjacent blocks i and j
in the current frame t. In our framework, these functions
represent costs, which are positive if the the blocks have
distinct labels and zero otherwise. Thus, we have empirically
defined them through an inversely proportional relation to the
distance between the respective MVs xi and xj , parametrized
by γ > 0 as follows:
(
γ (kxi −xj k2 +γ 2 )−1.5 if ωit 6= ωjt ,
Ψ2{ij}({ωit , ωjt }) =
(8)
0
if ωit = ωjt .
III. R ESULTS
To evaluate our object tracking method, we used the dataset
of the Visual Object Tracking (VOT) Challenge 2016 [14].
This benchmark comprises 60 sequences of JPEG images with
resolutions from 320×240 to 1280×720 used for evaluating
and ranking state-of-the-art pixel-based tracking algorithms.
Ground truth segmentation of the tracked objects for this
dataset was already available. We encoded the sequences in
H.264/AVC with a group-of-pictures structure IPPP. . . IPPP. . .
using the x264 encoder [15]. Our algorithm is implemented in
Python and C/C++ and available online1 . The results were
obtained on a Intel Xeon E5-v3 CPU with 32GB RAM on
Linux, and the model parameters (cf . Section II-C) were
experimentally set as follows: α, σ = 1; γ = 0.5; C1 , C3 = 6.
1 At

https://github.com/bombardellif/hhi-stmrftracking

[8]

Proposed

Fig. 3. Tracking results for the frames 30, 50, 70 and 200 of fish4, a video
with slow object motion. True positives, false positives and false negatives
are denoted in green, blue and red, respectively. The proposed method tracks
objects with little movement for a longer time in comparison to ST-MRF [8].

counterparts. This naturally leads to a higher importance of
their probabilities P (xn |ωnt ) in the optimization problem (5)
than that of their temporal potential scores Ψ1n . Fig. 4 depicts
the case in which a person quickly sways his hand in front
of the camera. In this picture, we can note how the proposed
method can follow the object’s movement for a longer time
than the ST-MRF method, albeit with some false positives.
Furthermore, we carried out a quantitative comparison on
the VOT2016 dataset between our method and ST-MRF [8].
Based on the available ground truth segmentation, we obtain
for each picture the amount of pixels which correspond to
true positives (TP), false positives (FP) and false negatives
(FN), with which we compute three performance measures:
precision (P), recall (R) and F-measure, given by
P=

[8]

Proposed

Fig. 4. Tracking results for the frames 15, 40, 80 and 230 of hand, a video
with fast object motion. True positives, false positives and false negatives are
denoted in green, blue and red, respectively. The proposed method tracks fast
moving targets for a longer time in comparison to ST-MRF [8].

Fig. 3 shows tracking results for the video sequence fish4
of our proposed method in comparison to the state-of-theart baseline compressed-domain tracking method ST-MRF by
Khatoonabadi and Bajić [8]. In both sequences, the target
object, a fish, presents very little motion on the camera plane
as it stays still in the scene for some period of time. In
terms of motion compensated prediction in video coding, the
MVs in the region of the tracked object tend to zero due to
its little amount of motion, which causes the MV field of
the partially decoded frame to be highly uniform making it
difficult to distinguish the object from the background. In most
of such cases, we observed that the results of ST-MRF rapidly
deteriorate with the time for that reason. Our model, in turn,
naturally handles this issue through the appropriate probability
estimate on the MRF (cf . term Un (ωnt ) in (5)): when the
probability P (xn |ωnt ) for the MV xn given ωnt = 0 is very
similar to the one for ωnt = 1, then the temporal potential Ψ1n
becomes much more decisive in the optimization problem; that
is, the regions labelled as object in the previous frame tend
to preserve their state in the next one, and the overall result
becomes more stable.
In the same perspective, we observed a better performance
of our method in test sequences with fast target motion. In
this case, the MVs in the region of faster movement on the
camera plane are much more salient than their background

TP
,
TP + FP

R=

TP
,
TP + FN

F-Measure =

2·P·R
. (9)
P+R

In summary, our method outperformed ST-MRF in 72% of
the tested sequences, and, in most of the other cases, showed
comparable results. However, the proposed method tends to
fail more frequently than ST-MRF in cases of complex camera
motion or complete object occlusion. On average, our method
achieved substantially higher precision, recall and F-measure
than the state-of-the-art ST-MRF method over the VOT2016
dataset: 32%, 58% and 38%, against 24%, 50% and 27%,
respectively.
Additionally, in order to to demonstrate that our solution does not imply additional computational burden, we
implemented both algorithms — Graph Cuts (ours) and STMRF [8] — in Python and assessed their running times.
Table I aggregates the results for both methods by frame
size, and reports the average per-frame processing times for
(i) preprocessing; (ii) tracking; and (iii) for the complete
computation. According to our measurements, ST-MRF and
Graph Cuts present practically the same running times. Even
though our implementations reach frame rates below real time
for video sequences of highest resolution, they could attain
real-time performance by implementing the preprocessing to
run in parallel with the tracking itself.
IV. A PPLICATION : O BJECT TRACKING FOR C AR PARK
M ANAGEMENT
Modern intelligent driver assistance systems and automated
vehicles depend on highly accurate and robust localization
data. While global navigation satellite systems (GNSS) are
commonly used in outdoor areas, these systems depend on
the line-of-sight to between receiver and satellites and consequently exhibit significantly degraded accuracy in urban
canyons and indoor areas such as car parks. Therefore, driving
assistance systems have to resort to alternative sources of
localization. For instance, internal vehicle sensors (e.g. cameras or LiDAR scanners) or infrastructure-mounted cameras
represent promising alternatives. The use of infrastructure
cameras is beneficial in that many car parks are already
equipped with surveillance cameras which can be utilized for
all vehicles without requiring expensive automotive hardware

TABLE I
AVERAGE PER - FRAME RUNNING TIMES FOR PREPROCESSING AND TRACKING PROCEDURES . VALUES ARE EXPRESSED IN MILLISECONDS ( MS ) AND
FRAMES PER SECOND ( FPS ). B OTH METHODS WERE IMPLEMENTED IN P YTHON .
Frame Size
320×240 px
640×480 px
1280×720 px

H.264/AVC
Video Streams

Preprocessing
6 ms (183 fps)
12 ms (87 fps)
25 ms (41 fps)

ST-MRF [8]
Tracking
Total
9 ms (122 fps)
15 ms (70 fps)
15 ms (102 fps)
26 ms (43 fps)
39 ms (27 fps)
64 ms (16 fps)
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Fig. 5. Communication between modules of our application. The system is
continuously fed with video signals from different sources, which are analyzed
in real time. When movement is detected, the controller starts a new tracking
task, which determines the object’s position at every video frame. The results
are translated from camera plane to global coordinates by the georeferencing
module, and the resulting information is provided to the user in both a sensorspecific 2D visualization and a global aggregated 3D view.

often limited to premium brands. When using infrastructure
localization systems, tracking within and between sensor views
is required to be able to associate and transmit the localization
data to a wireless endpoint. Our proposed tracking approach
operates within the sensor view, while the approach presented
in [16] operates between sensor views.
We integrate our compressed-domain tracking algorithm
into an existing multi-camera setup based on the system
described in [17]. The described system consists of a scalable
number of agent-based subsystems which can be combined to
achieve multi-camera tracking. In the enhanced system, our
proposed tracking algorithm is embedded in an HTTP server
which receives requests to start or stop tracking tasks and
provides the results in a bounding box representation.
A central Controller component keeps an overview about
currently active tracking tasks and interfaces to the Tracking
Server as well as Motion Detection component to create or
delete new tracking tasks. The latter component is used to
detect new activity in the image and is realized by a pixeldomain Motion Detection module which is able to differentiate
moving foreground areas from static background. Considering
the lighting conditions in the car park and computational requirements, we employ Motion History Images [18] for motion
detection. The overview of our system is shown in Fig. 5. We
refer the reader to [19] for details on the communication to
the vehicles via WiFi or V2X communication.

Compressed-domain video analysis received a lot of attention over the years especially for tasks like moving object
detection [20]–[22] and salient region identification [23]–[25].
Some works on moving object detection considered only
coding block types (macroblock and sub-macroblock types
for H.264/AVC) [26]–[28]. Works dealing with more complex
problems such as object tracking and action recognition mostly
employed MVs or a combination of coding block types and
MVs [7], [8], [29] . A general overview of the compresseddomain analysis algorithms can be found in [1].
Statistical inference models proved to achieve the most successful results in object tracking. Specifically, Markov Random
Fields (MRF) were primarily employed by the leading works
in compressed-domain tracking [8], [30]. Zeng et al. [30]
define different MV types and merge similar MVs into moving
objects by minimizing the MRF energy. They employ spatial
continuity and temporal consistency of MVs to determine the
MVs belonging to the tracking object. However, their approach
is not appropriate for dynamic scenes since it does not take
into account the camera motion. Khatoonabadi and Bajić [8]
overcome this problem by introducing global motion compensation to account for the camera motion. Also they assign
motion information to the intra-coded blocks containing no
motion vectors by interpolating the motion information from
the nearby inter-coded blocks. Building on their work, Gül et
al. [31] extract the color information from the first intra-coded
frame of the video sequence and apply a regularization term
based on the background and foreground color distributions
in order to improve the tracking accuracy with a negligible
computational overhead.
VI. C ONCLUSION
We presented a compressed-domain approach for video
object tracking, and evaluated our algorithm on a public
tracking benchmark and integrated it into a parking management system. Results show that our method is able to
accurately track objects while keeping the processing and
storage requirements at a minimum. The take-away message
is that compressed-domain tracking algorithms can be a good
alternative for the highly precise (but computationally complex) tracking algorithms, especially in scenarios with scarce
computational resources and limited bandwidth. While our
algorithm does not reach the accuracy of pixel-domain tracking
approaches, it is able to reliably operate on real datasets
consuming much less data. Thus, our algorithms allows for a
significantly higher scalability (through less resource usage) in

scenarios where the reported accuracy is sufficient, such as the
presented parking scenario. In future work, we aim to provide
a more detailed evaluation of our algorithm using quantitative
metrics and investigate the applicability of compressed-domain
approaches on video bitstreams generated by new-generation
video codecs.
ACKNOWLEDGMENT
The research leading to these results has received funding
from the German Federal Ministry for Economic Affairs and
Energy under the VIRTUOSE-DE project.
R EFERENCES
[1] R. V. Babu, M. Tom, and P. Wadekar, “A survey on compressed domain
video analysis techniques,” Multimedia Tools and Applications, vol. 75,
no. 2, pp. 1043–1078, 2016.
[2] A. Yilmaz, O. Javed, and M. Shah, “Object tracking: A survey,” Acm
computing surveys (CSUR), vol. 38, no. 4, p. 13, 2006.
[3] Y. Wu, J. Lim, and M. Yang, “Object tracking benchmark,” IEEE
Transactions on Pattern Analysis and Machine Intelligence, vol. 37,
no. 9, pp. 1834–1848, 2015.
[4] F. Porikli, F. Bashir, and H. Sun, “Compressed domain video object
segmentation,” IEEE Transactions on Circuits and Systems for Video
Technology, vol. 20, no. 1, pp. 2–14, 2010.
[5] Y. Boykov, O. Veksler, and R. Zabih, “Fast approximate energy minimization via graph cuts,” IEEE Transactions on pattern analysis and
machine intelligence, vol. 23, no. 11, pp. 1222–1239, 2001.
[6] T. Wiegand, G. J. Sullivan, G. Bjøntegaard, and A. Luthra, “Overview of
the H.264/AVC video coding standard,” IEEE Transactions on Circuits
and Systems for Video Technology, vol. 13, no. 7, pp. 560–576, 2003.
[7] V. Kantorov and I. Laptev, “Efficient feature extraction, encoding
and classification for action recognition,” in Proceedings of the IEEE
Conference on Computer Vision and Pattern Recognition, 2014, pp.
2593–2600.
[8] S. H. Khatoonabadi and I. V. Bajić, “Video object tracking in the
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