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Syllabus

Part I: First Generation XAI

- What to explain

- Explaining by attribution

- DTD Framework

- Evaluating explanations

Part II: New Developments

- Concepts and prototypes

- XAI for LLMs

- Non-Interpretable domains 

- Beyond classification

Part III: Beyond Explaining

- XAI-Based model surgery

- Reveal and revise

- Explanatory interactive ML

- Future of XAI



Success Stories of XAI 1.0



Challenge: Interpretation Gap

Local XAI tells us "where" important features occur.

However, it neither tells us "what" this feature is nor how it is used by the model.



Challenge: Lot of Manual Work to Screen Explanations



From Attributions to Concept-Level 
Explanations



Explainability 2.0: Where, What and How
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Explainability 2.0: Where, What and How



Addressing the "What"-Question

What does this channel encode?

We can find out by activation maximization.

Idea: Image which maximally active the 
neuron contain the "concept" encoded by 
the neuron.



From Activation To Relevance Maximization



Concept Relevance Propagation (CRP)

concept 3

concept 2

concept 1

Step 1: Find relevant concepts

Step 2: Compute conditional explanation (where)

Step 3: Visualize relevant samples (what)

bird



Concept Relevance Propagation (CRP)

concept 3

concept 2

concept 1

Step 1: Find relevant concepts

Step 2: Compute conditional explanation (where)

Step 3: Visualize relevant samples (what)

bird

Bird "Northern Flicker"= 

dotted (leopard-type) plumage

+ red stripe on neck / head

+ small black eye

+ ....



Concept Composition

LRP-based relevance distribution allows to explain which concepts are built from which concepts.



Concept-based Reverse Search

Reverse search: Find 
other images, where 
these channels are also 
relevant.

Goal: Find other images, for which these "faulty" channels are also relevant.



Concept-based Reverse Search

Fixing the Model : Adapt encoding space globally [Anders, Weber, et al. 2022] or rather outcome-dependently?



How much Manual Work does XAI Require?



From Individual Explanations to Understanding of 
Global Behaviour



Prototypical Concept-based Explanation (PCX)

(Dreyer et al., CVPRW, 2024)



Prototypical Concept-based Explanation (PCX)



Prototypical Concept-based Explanation (PCX)

What can we do with it?

- get insights from protype composition & distribution

- identify "outlier" prototypes (Clever Hans ?)

- identify out-of-distribution samples (not close to 
prototypes)



Identify Outlier Prototypes

CƻǊ ǘƘŜ LƳŀƎŜbŜǘ Ŏƭŀǎǎ άƭŀŎŜǿƛƴƎέ ό±DD-16, layer features.28), there are also samples of Leopard Lacewing butterflies in the tra

Leopard Lacewing Butterfly != Lacewing



Identify Outlier Prototypes

Tiger != Tiger Cat



prototype

composition



Validating AI Predictions



Validating AI Predictions

1. Examine the characteristic concepts of each prototype.



Validating AI Predictions

1. Examine the characteristic concepts of each prototype.

2. Study clusters of training predictions that deviate strongly 
from prototypes for spurious behavior.



Comparing Class Strategies

Understand, which concepts are over- and 

underused.

What is the difference between
brambling and robin?



Comparing Class Strategies

Understand, which concepts are over- and 

underused.

Whereas both are similar in terms of orange-brown 
ŎƻƭƻǊ ƛƴ ǇŀǊǘǎΣ ǘƘŜȅ ŘƛŦŦŜǊ ƛƴ ŀ άƎǊŀȅ-ǿƘƛǘŜ ǎǇƻǘǘŜŘέ 
texture (indication for Brambling) and the 
combination of brown, white and black patches 
(stronger present for Robin).



Out-of-Distribution Detection



Out-of-Distribution Detection



How much Manual Work does XAI Require?



5th Take Home Message

Human <-> explanation interaction is crucial. 

We need comprehesible XAI methods, which allow 
for systamtic analysis with minimal effort for the 
human. 



XAI for Transformers & LLMs



Layer-wise Relevance Propagation

zjk measures how much has j contributed to activation of k



Challenges for Transformers

"How to meaningfully

redistribute relevance

through these layers?"

multiplication in 
attention layers



LRP: Faithful + Comput. Efficient + Latent Attribution

https://arxiv.org/pdf/2402.05602

(to appear at ICML 2024)



AttnLRP Rules
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AttnLRP Rules

For       , we sum over the j indices.



AttnLRP Rules



XAI for Transformers



XAI for Transformers



Faithfulness



Results



Results

Evaluation on the 
Mixtral 8x7b model



Computational Comparison

AttnLRP needs only 1 backward pass to 
explain prediction.

Perturbation-based methods too costly 
for large transformer models.



6th Take Home Message

Details of the LRP redistribution process matter! 

It is challenging to adapt LRP to completely new 
model architectures.



Concept-Level XAI for Transformers & 
LLMs



Explainability 2.0: Where, What and How



Concept-Level Understanding

AttnLRP attributions on top 
10 ActMax sentences 
collected over the 

Wikipedia summary dataset 
for neuron #256, inlayer 18. 
The knowledge neuron 
seems to activate for 
transport systems (railways 
in particular).



Concept-Level Understanding

AttnLRP attributions on 
top 10 ActMax sentences 
collected over the 
Wikipedia summary 
dataset for neuron 
#2207, inlayer 20.The 
knowledge neuron is 
ŀŎǘƛǾŀǘƛƴƎ ŦƻǊ ΨǘŜŀŎƘŜǊΩΣ ƛƴ 
unusual context such as 
inappropriate behavior, 
sexual misconduct etc.



Manipulation of Concepts
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Manipulation of Concepts



XAI for Non-Interpretable Domains



Interpretation Gap

Explanations can be difficult to understand for the human.

Task: Male vs. Female Speaker Classification



Interpretation Gap

Task: Male vs. Female Speaker Classification

Problem: Retraining the model on transformed data 
can introduce problems, be costly, or even not 
possible.



Solution 1: Virtual Inspection Layer

(Vielhaben et al. 2024)



Solution 2: Audible Explanations

(Frommholz et al. 2023)



7th Take Home Message

Explanations can be meaningless for the human in 
one space, but very informative in another one.

--> We need to explain models in "interpretable" 
spaces (i.e., naive application of out-of-the-box 
XAI may not be enough).



Beyond Classification



Explaining Segmentation & Detection

Question: How to explain 
segmentation.

Is the segmentation mask its own 
explanation?



Explaining Segmentation & Detection

Question: How to explain 
segmentation.

Answer: In terms of the 
concepts used.

(Dreyer et al. 2023)



Condition on this concept

Conditional LRP Explanation



Explaining Segmentation & Detection

Various background 

concepts are relevant

for person detection.



Explaining Segmentation & Detection

Without the dog the 
model does not detect 
the frisbee.

--> Clever Hans

(Dreyer et al. 2023)



Explaining Uncertainty

Ensample of models (test time drop out) Distribution of predictions



Explaining Uncertainty

Goal: Explain uncertainty (i.e., which pixels / regions 
increase the prediction variance)



Explaining Similarity with BiLRP

(Eberle et al. 2022)


